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Abstract
This thesis introduces physical laws into the real time animation of fur and
grass. The main idea to achieve this, is to combine shell–based rendering and
mass–spring systems.
In a preprocessing step, a volume array is filled with the structure of fur
and grass by a method based on exponential functions. The volumetric data
is used to generate a series of two dimensional, semi–transparent textures
that encode the presence of hair. In order to render the fur volume in real
time, these shell textures are applied to a series of layers extruded above the
initial surface.
Moving fur can be achieved by laterally displacing these shell layers at
runtime. The usage of a mass–spring system to determine this displacement
has not yet been tried, mainly, they have been used for the interactive simulation of the dynamical behavior of cloth, or long hair. This thesis shows
that mass–spring systems also form an applicable physical model to simulate
the dynamics of fur and grass.
For the simulation of a mass–spring system, two numerical solvers are
implemented. The first one is based on explicit Euler integration, and the
second one is derived from an implicit Euler scheme. This thesis outlines the
effects of different numerical solvers on performance and stability.
In order to simulate fur and grass dynamics, different ways of generating
masses and springs over the surface are discussed. Six so called mass–spring
topologies are introduced and used in animation. Three of them allow that
the shell layers separate laterally, and the parting of grass can be simulated.
Performance observations prove mass–spring systems to be well–suited for
the real time simulation of fur and grass dynamics.
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Chapter 1
Introduction
Designing and animating a virtual world in a realistic fashion can be a very
complex task. The potential and imaginable range of objects and characters, their detail levels, their visual and physical attributes is tremendously
broad. Only the combination of a large number of different animation effects leads to a credible virtual reproduction. A virtual human, for instance,
will never be reasonable unless methods to animate hair, render skin, and
simulate clothes are combined in one model. To give artists the possibility
to design a convincing virtual world, a wide range of effects has to be made
available to them, without forcing them to think about the technique which
is behind the particular effect. The purpose computer graphics has to fulfill
is to extend and improve the pool of possibilities the artist can choose from.
Computer graphics already allows a remarkable number of different animation effects. The animation of human hair [39], the simulation of clothes [38],
the generation of virtual plants [45], and the rendering of clouds [10] are only
a few examples of animation and rendering effects computer graphics researchers have implemented. Also worth mentioning here is the successful
rendering of fur [30] and grass [47]. Nevertheless, and not least because of the
requirements of real time animations, several extensions and improvements
are still to be implemented, and there is still space left open for a thesis
concerned with methods for animating complex surface structures. On the
following pages, I will describe my approach to a physically–based animation
of fur and grass in real time.
1

2

1.1
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Real Time Animation

Animation means ”to give life to things”. To make things ”living” in a virtual
world, three basic requirements have to be satisfied. First, characters and
the environmental objects have to be carefully modeled, so that the viewer
accepts them as belonging to the virtual world. Second, images of the whole
scene have to be produced including high–quality rendering effects, because
otherwise, the virtual world will look artificial and ”flat”. Third, objects and
characters which move in real life have to move in the virtual world as well.
These movements have to follow the same physical laws as in the real world if
a realistic appeal is to be achieved. The modeling task, the rendering process
and the physical simulation of dynamical behavior are therefore the decisive
aspects of successful animation.
To produce a single frame of an animation, a large number of calculations has to be made. Of course, this is dependent on the complexity of the
modeled scene as well as on the algorithms behind the rendering process and
behind the physical simulation. In the past, applications performed these
computations in an offline process, so that a few seconds of an animated film
sequence, for instance, needed hours or even days to be calculated. Even
though long calculation times are still accepted for a wide range of productions, the fast advancement of computer technology is inspiring more and
more scientists to develop techniques suitable for the usage in real time environments. Programmable graphics processing units (GPU) have sped up
this development during the last five years [24, 1].
According to the human visual system, the frames of an animation have
to be updated 25 times per second to obtain a continuous impression of
movement. In computer graphics, an application the frame rate of which
stays above 16 frames per second (FPS) is called interactive, because user
interactions with the application are still performed without a noticeable
delay. Experts on psychophysiology and computer graphics have different
positions on the question at which update rate one can justifiably talk about
”real time” animation. This is partly due to the fact that, in practice, the
required update times are dependent on the choice of output media. For
example, film operates with 24 frames per second, whereas the European
TV standard PAL has an update rate of 25 FPS and the American standard
NTSC of 30 FPS. Although the difference between ”interactive” and televi-
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sion update rates is noticeable to the trained eye, 16 FPS usually suffice for
the impression of fluent movement. For the purposes of this work, we will
therefore use the terms ”interactive” and ”real time” synonymously. Still,
the algorithms involved into the animation have to satisfy several time constraints.
Real time animation of fur and grass still remains a challenging problem.
In 2000, Lengyel [37] introduced shell–based rendering to produce images
of furry surfaces at interactive rates. Meanwhile, his technique has become
widely used (e.g., [36, 26, 32, 13, 50]). The real time simulation of fur and
grass dynamics, however, is quite a new field of research [32, 13, 50]. It might
therefore be profitable to take a closer look at the physical laws behind these
dynamics.

1.2

Physically–Based Simulation

Physics is ultimately the understanding and modeling of the laws of nature.
The purpose of most computer generated virtual environments is to rebuild
and simulate parts of the real world. It is obvious that this can be achieved
by integrating physical laws into graphical applications.
For a long time, physically–based simulation in interactive virtual worlds
was mainly concerned with rigid bodies [8]. With the integration of Newton’s
laws, applied to the rigid body, center–of–mass motion and rotational motion
have been simulated, and objects could be made to react to gravity, friction,
and collisions. In the last years, the real time simulation of elasticity and
deformation became more attractive to many researchers (e.g., [11, 34, 21]).
Especially the desire to approximate the behavior of cloth–like objects has
brought out several proposals to animate deformable bodies as well [6, 38].
One of the techniques developed for the real time simulation of deformations is the mass–spring system. Mass–spring systems have already been
successfully used for various applications, such as hair [48, 16, 2] and cloth [6,
18, 31] simulation. Their use for the physical simulation of high–complexity
surface structures, i.e., fur and grass, has not yet been a focus of research.

4
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1.3

Outline of this Work

This thesis is addressed to everybody interested in physically–based animation. With the example of fur and grass, this work will show that the realism
within virtual worlds can be enhanced by basing dynamical effects upon
physical laws.
To animate fur, it has to be modeled, rendered and physically simulated.
To animate fur in real time, its rendering and its physical simulation must
work at a very high performance. We will see that this is possible on common
computer systems.
First, we will explain how to model fur and grass.

Figure 1.1: The modeling task.
The simple shape of the individual elements of both will allow us to use
exponential functions [9] for the modeling task. We will fill a volume array
with a large number of individual hair which vary in shape and length, and
”grow” in different directions.
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Second, we will implement a method to render fur and grass in real time.

Figure 1.2: The rendering task.
Shell–based rendering [36] is by now a standard technique in computer graphics to render such structures. We will use the modeled volume to generate
a series of semi–transparent shell textures that encode the presence of hair.
Then, we will apply these textures one by one to a series of shell layers that
are concentric to the object we want to cover with fur. A lighting model will
convert the volumetric structure to appealing fur and grass.
Third, we will describe a physical model to simulate deformations.

Figure 1.3: A mass–spring system.

6
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Mass–spring systems are quite frequently involved into the real time simulation of deformable objects, which they model as a set of mass points connected by springs. We will describe the mathematical background of such
a system. Then, we will develop two numerical solvers to compute the positional changes of the mass points under the influence of various physical
forces.
Finally, we will discuss how to combine a mass–spring system and shell–
based rendering.

Figure 1.4: Combining a mass–spring system and shell–based rendering.
We will introduce various different ways to arrange masses and springs over a
surface that is covered by a series of semi–transparent, concentrically ordered
shell layers. We will move the shell layers according to the movement of the
mass points to simulate the dynamical behavior of fur and grass, and show
that we can produce a wide range of different effects by this method.
All in all, we will show that mass–spring systems can form an applicable
model to physically simulate fur and grass.

1.4. ORGANIZATION OF THIS THESIS

1.4

7

Organization of this Thesis

The methods developed in this thesis are suitable for both fur and grass.
Therefore, we will use the terms ”fur” and ”grass” interchangeably. Specially emphasized words, as well as technical terms of computer graphics
the first time they occur, will be printed in italics. Terms introduced by
the author will be printed in boldface the first time of occurrence, and are
maintained highlighted throughout the whole work.
The remainder of this thesis develops as follows: Chapter 2 will overview
achievements of previous work. In Chapter 3, the algorithms developed will
be presented. Chapter 4 will then verify the performance of the developed
techniques. Finally, Chapter 5 will draw conclusions on this thesis and discuss
issues that are left open for future development.

8
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Chapter 2
Related Work
This chapter presents a selection of previous work. It will first give a brief
overview of techniques involved into the animation of fur and grass. Since
a mass–spring system is used for the physical simulation in this work, Section 2.2 will then outline the origins of such systems.

2.1

The Animation of Fur and Grass

This section covers prior work on rendering, modeling and physically simulating fur and grass. It is therefore subdivided into three parts. The first
section will review rendering techniques used for the image synthesis of fur
and grass in the past 20 years. It will be shown how shell–based rendering
was developed to render fur and grass in real time. Section 2.1.2 will consider basic approaches to model fur and grass. We will see that exponential
functions are suitable for modeling the desired structure. Finally, we will
discuss first attempts to dynamically simulate fur and grass represented as a
series of concentric shell layers.

2.1.1

The History of Rendering Fur and Grass

The challenge to render fur and grass in a realistic manner has attracted
many researchers. Appropriate solutions were hard to find, because fur and
grass are made of an uncountable number of distinct elements. Usually, rendering in computer graphics is surface based, and virtual objects are modeled
and rendered as a set of triangles. A surface based description of structures
9
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with such an amount of geometrical complexity is difficult to generate and to
represent. Therefore, various different ways to tackle fur and grass rendering
have been proposed.
The first and most intuitive way to render these structures tries to model
the individual hair or blade of grass. There have been various attempts following this ”brute force” approach [15, 42]. Geometric primitives like a single
line, a polyline or a polygon surface have been used to model the individual
hair. In 1997, Van Gelder and Wilhelms [20] used nurbs curves and nurbs
surfaces as well and compared them to formerly used primitives. Since fur in
the real world has millions of individual elements, the resulting geometrical
complexity is huge. Interactive rates are, even on today’s graphic machines,
practically impossible to achieve with this methodology.
Besides the computational complexity, there are further drawbacks with
the intuitive rendering technique. One of them is an aliasing problem, which
especially appears when the model is rendered at big scales. Traditional antialiasing methods are not able to resolve this. Another drawback, which
commonly is not desired in interactive virtual environments, is the performance dependency on the number of individuals fur is modeled with. The
more individuals involved, the more time is needed to calculate one frame.
To achieve interactive frame rates, the number of hair would have to be reduced, and visual quality would be affected. For this reasons, the ”brute
force” method failed, and new approaches to render scenes of high complexity had to be invented.
In 1983, Reeves [46], and in 1985, Reeves and Blau [47], proposed a solution of rendering high complexity scenes using particle systems. With a
probabilistic description for shading and rendering the particle system, they
achieved impressive images of trees and grass. Along the path of a particle, a
frame and a lighting model were used to render pixels directly on the screen,
so that there was no need to generate detailed geometry. At the time this
approach was introduced, interactive frame rates had not been in practical
discussion because computation times of 5 hours per frame were rather normal. Unfortunately, common graphic languages (openGL) do not allow to
control the rasterization. It would be interesting to implement their method
on computers of today.
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The basic idea of rendering without geometry was adapted in 1989 for
the specific case of fur by Kajiya and Kay [30]. They combined the above
quoted particle system approach with a proposal for rendering volume densities initiated by Blinn in 1982 [10]. In order to produce images of clouds
and dust, Blinn distributed microscopic spherical particles within a volume
and ray traced it, assuming homogeneous media. In 1984, Kajiya and Von
Herzen [29] solved the rendering equation for inhomogeneous media as well.
They suggested that volume densities could be used for many different kinds
of complex microscopic structures, which was proven in 1989 by Kajiya and
Kay, extending this method for furry surfaces.
As a generalization of volume density rendering, Kajiya and Kay introduced the texel. In order to avoid confusion, it should be denoted that the
term ”texel” also indicates an element of a two dimensional texture. In this
work, a texel will specify what it was assumed in its defining paper [30]: ”A
texel is a three dimensional array of parameters approximating visual properties of a collection of microsurfaces.” Thus, it is actually a volume data
set, whose elements in nowadays terminology are called voxel.
To approximate the visual behavior within a volume, Kajiya and Kay
stored the following items at each point in space: a density value, determining the presence of microsurface at this voxel, a reflectance function,
necessary to model how light is scattered throughout the texel and a frame,
representing the local orientation of the microsurface. To render a volume
data set containing this information, they adopted the ray tracing equation
developed by Kajiya and Von Herzen [29].
With the texel based method proposed by Kajiya and Kay [30], it was
possible to produce image of fur with outstanding visual quality. A large
number of individual hair was distributed stochastically within the texel.
The lighting of fur was achieved by treating the each individual as an infinitely thin cylindrical surface. This can be seen as a simplified version of a
particle system. The lighting model was derived from the Lambertian shading model applied to a very small cylinder. Several such texels where placed
over the surface of a teddy bear model. This teddy bear example, accompanying their publication, is an often referred highlight of computer graphics
and underlines the importance of the texel method.

12
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The main problem of the texel based rendering approach is performance.
Due to the complexity of ray tracing, it is not yet possible to achieve interactive rates. Current graphic cards implement three dimensional textures in
hardware. Therefore, the texel approach should be considered again in future.
Since ray tracing a texel covered surface was not appropriate for interactive use, another rendering method had to be developed. A suitable solution
was found in 1998 by Meyer and Neyret [40]. They proposed a procedure of
rendering texels applied to a surface by adapting a method developed for the
purpose of interactive volume visualization.
In 1994, Lacroute and Levoy [35] introduced a method for interactive
volume rendering, exploiting the 2D texture capabilities of graphic cards.
Practically, the volume data is transformed (sampled) into a set of two dimensional arrays. This procedure is called slicing. The arrays can be used to
create a common 2D texture, which encodes the density in the alpha channel1 . Each of the semitransparent textures is then applied to a transparent
face, which represents one slice of the volume. The slices are ordered one
behind the other with a small distance in between them. The rendering of
a volume data set is thus reduced to the rendering of a fixed number of textured faces.
In 1998, Meyer and Neyret [40] got aware of the similarities of volume
rendering and the rendering of a texel covered surface. To make volumetric textures available for interactive use, the texels are sliced in the manner
it was proposed by Lacroute and Levoy for a single volumetric data array.
The resulting 2D textures are applied to a set of faces, which are extruded
above each triangle belonging to the volumetric surface. The extrusion is
determined by a ”height vector”, governing the direction, and a fixed offset,
ruling the distance between neighbored face layers (slices). Finally, the slices
are drawn from back to front. With this proposal, an important step towards
interactive rendering of high complexity scenes and surface detail was made.

1

In 32 bit RGBA images, usually the first 24 bit are representing the color. The
remaining 8 bit are called alpha channel and used as transparency information.
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A further step along the path towards real time fur was taken by Lengyel [37]
in 2000. He adjusted the interactive volumetric texture procedure, developed
by Meyer and Neyret, to the specific case of fur. His work established shell–
based rendering as a suitable technique for the virtual simulation of fur and
grass in real time. The shell method represents a furry surface as a series of
concentric shell layers. The shell layers correspond to the slices in [40] and
are displaced in the same manner. To texture the shells, fur texels are sliced
and sampled onto semitransparent textures. The presence of hair is encoded
into the alpha channel of the so called shell textures. The shell layers are
rendered from the innermost to outermost, to obtain the image of fur. With
the shell–based rendering approach, adequate image of fur could be achieved
in real time.
Since it was developed in 2000, the shell method is the most recently used
technique to render fur in real time. Later approaches [36, 32, 50, 26, 13]
tried to improve the simulation results without changing the general procedure of rendering concentric shell layers. This thesis follows the same course.
The major drawback of the shell technique is that it is not view independent. Since the projection of the shells onto the viewing plane becomes
thinner, the more the shell layers lie perpendicular to it, inter–shell gaps become visible, the more the shell plane is parallel to the viewing direction2 .
In fact, fur disappears when the shell layers lie perpendicular to the viewing
plane. This methodical problem cannot be easily solved, and visual quality
of fur rendered as a series of concentric shell layers will practically never be
as good as seen on the ray traced teddy bear of 1989.
The problem of visible inter–shell gaps becomes most evident at the silhouette of a furry object. In 2001, Lengyel et al. [36] proposed to add fins
at the surface silhouette to improve the side appearance of the fur. Fins are
textured quadrangles perpendicularly applied to the surface. The fin texture
is generated from a texel as well, slicing it in vertical direction. An illustration of the shell method extended with fins is given by Figure 2.1.

2

In [40], Meyer and Neyret already noticed this problem and introduced quality criteria to decide if the appearance of a texel is defensible. They proposed alternate slicing
directions to cope with different inclinations.
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Figure 2.1: Shells and fins are slices of a texel.

To fulfill the purpose of a realistic image of fur, a lighting model has to
be applied. The most frequently used method [36, 13, 50] is an adaptation of
the model used by Kajiya and Kay [30] and is described in Lengyel’s proposal
of the shell method [37]. Several useful improvements have been proposed by
Isodoro and Mitchell [26], using the capabilities of pixel and vertex shader.
Among other things, they suggested to encode the hair direction per pixel to
achieve a better ”per hair lighting”. To approximate self–shadowing within
fur and grass, a method proposed by Banks [5] is mostly decided to suffice.
The basic idea is to darken the shells, the closer they are to the bottom of
the structure. By improving the lighting model, a homogeneous appearance
of fur and grass could be avoided, and the individuals are more noticeable.
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Techniques of Modeling Fur and Grass

To make the concentric shell layers represent furry surfaces, appropriate textures have to be generated. This section will overview techniques to model
fur– or grass–like structures.
In comparison to other natural phenomena, the structure of fur and grass
is rather simple. A large number of distinct individual elements is distributed
stochastically over a surface. The individual hair or blade of grass is basically
a thin curved cylinder. Quite a few literature references [46, 47, 45, 56, 51, 19]
focus on modeling the immense variety of natural shapes with variation in
their detail. The majority of these descriptions is oriented to the modeling
of natural scenes with very different plants, but they include the possibility
to model fur and grass.
The simple structure of grass and fur originated their ”brute force” representation. Fur was modeled and rendered as a set of curves or polylines
distributed over the surface [15, 42, 20]. In the last section we have seen that
this is not suitable for the purposes of this work, since this representation
does not allow interactive use.
A powerful method to model natural phenomena in general are Lindenmayer Systems (L–System). A Lindenmayer System is a formal grammar
which can be used to generate fractals or model the growth processes of
plants. In 1990, Lindenmayer and Prusinkiewicz [45] developed this mathematical model for the creation of various kinds of plants for the use in visual
computing. ”The algorithmic beauty of plants” is a book worth reading for
everyone interested in computer generated natural phenomena. L–Systems
can be used to generate the structure of fur and grass, but are quite complex
for the simple shapes of hair and blades.
A rather biologically motivated approach is based on evolutionary rules.
In 1991, Sims [51] described how variation and selection can be used to enhance realism of natural objects in virtual worlds. To connect L–Systems
and evolution based techniques, Traxler and Gervautz introduced the CSG–
PL–Systems in 1996 [56], by applying the operations of mating and mutation
to a L-System’s data set. This proposal was mainly oriented to bushes and
trees and is not necessarily convenient for the simple case of fur and grass.
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Another modeling approach to virtual landscapes and scenes of high complexity are particle systems. A particle system is a collection of many minute
particles. In 1983, Reeves [46] introduced particle systems for the modeling
of fuzzy objects like fire or clouds. Two years later, Reeves and Blau [47]
developed a structured particle system approach in order to model trees and
grass. Reeves and Blau rendered the particles in the rasterization stage and
obtained remarkable results.
The basic idea of modeling fur and grass using particle systems is to trace
the trajectory of a particle trough space, and let it determine the shape of
a single hair or a blade. The trajectory can be controlled by a small set of
stochastic parameters, such as thickness, height, curvature and orientation.
Some of these parameters can be varied over the lifespan of the particle. In
order to obtain blades of grass that become thinner to the top, the particle
is bigger when it is ”born” and diminishes its size until it is ”dying”. To
generate a whole meadow of grass, a large number of particles is scattered
randomly over a terrain.
The particle system approach has been used in several attempts to the
image synthesis of fur and grass. Kajiya and Kay [30] used a very simplified
form to generate fur texels for their teddy bear model. Lengyel [37] used a
particle system to generate the shell textures. The particle is sent trough a
three dimensional bounding box, which is filled with horizontal planes corresponding to the shell layers. Each time a particle intersects a plane, its
intersection shape is stored in the correspondent shell texture. Further proposals advancing the shell method were using the particle system approach
as well [36, 32, 26, 50] to create appropriate fur textures.
The simple shape of fur’s and grass’ individual elements facilitated another approach. Since there are no branches, it is possible to use exponential
functions to model the single elements. In 1995, Bidasaria [9] introduced a
method based on simple exponential functions that vary randomly in shape,
size, thickness etc. in order to obtain hair or blades differing from one to
the other. The images he presented were rendered using a ray tracing algorithm. Texel generation can be done similarly. To the author’s knowledge,
exponential functions have never been used to generate the shell textures for
the shell based rendering.
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All approaches discussed in this section provide the ability to model the
individual elements of fur and grass. Some of them are considered too complex for the simple shape of a blade. The particle system approach and the
proposal of exponential functions are very appropriate and have already been
successfully used to model the individual elements of fur and grass.

2.1.3

Dynamical Simulation of Fur and Grass

The dynamical simulation of fur and grass represented by a series of concentric shell layers is a rather new field of research. In 2001, Lengyel et al. [36]
noted that fur could be moved according to physical simulation by shearing
the shell layers.
The first experiment on dynamical real time fur using Lengyel’s method
was done in 2002 by Kano [32]. It was developed for ATI’s RADEON 8000
graphic card series. With the use of programmable graphics hardware for
the rendering as well as for the physical simulation, fur responds to gravity
and momentum. This is achieved by rendering in two stages. First, the mesh
is passed through the vertex shader to compute the forces at every vertex.
Then, the forces are stored in a texture in the pixel shader. The resulting
texture is used as an input to the second rendering stage to determine the
shell’s displacement. The source code and a short explanation of this method
are available in [32].
The dynamical model underlying this proposal is rather simple. At each
vertex, a force vector is calculated as the sum of a gravity force and the cross
product of vertex position and angular acceleration. In the pixel shader,
the force texture of the current frame is merged with the force texture of
the previous frame by linear interpolation, in order to take damping into
account. The shell layers are displaced in accordance to the resulting force
vectors, without using time integration to determine positional change. In
this manner, Kano avoided the calculation of Newton’s laws, which would
heavily increase the number of computations and the memory requirements.
The model is not based upon ”real” physics, but its results show that an
adequate simulation can be achieved without them as well.
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In 2003, Bakay [13] proposed another method, introducing wind vectors.
This proposal simulates the effect of wind on grass covered terrain, which
is rendered with the shell method. A global wind field is modeled by sinus waves or generated by a texture. To let a global wind govern the shell
layer displacement, each vertex stores its wind vector. For every frame, the
wind vectors are updated by projecting the global wind force onto the vertex’ normal plane. This allowed Bakay to use a simple method to compute
the shells’ displacement in the vertex shader. Due to the wind vector being
perpendicular to the normal vector of the vertex, it was possible to use right
angle trigonometry to approximate the bending of a blade, while preserving its length. Unfortunately, there is no demo application or video capture
available.
The wind vector technique developed in [13] was adopted to furry surfaces
in 2004 by Sheppard [50], who extended the method to fur being affected by
gravity, motion and momentum. This is achieved by adding up the respective
partial forces, and merging them with a part of the forces from the last frame.
The resulting ”wind vector” is then mapped onto the vertex’ normal plane to
compute shell layer displacement as proposed by Bakay. The demonstration
accompanying Sheppard’s work shows a model of around 1000 polygons and
is running at 12 FPS on the platform specified in Appendix A.
The dynamics laws underlying the animation of Bakay and Sheppard
are similar to Kano’s proposal. Instead of using the equations of motion to
compute positional changes, the force vector determines how the shells are
displaced. Damping is artificially added by preserving parts of the forces of
the previous frame. In this work, Newton’s laws will be used.
Sheppard noted that more accurate physical models could be used with
the wind vector method, without any need to change the method to approximate the bending of the blades. Unfortunately, this method is computationally very expensive and causes the vertex shader to be the bottleneck of the
system [50]. For this reason, another approach to approximate the bending
of the blades will be introduced in this thesis.
In [36], Lengyel et al. saw the possibility to part the hair by allowing the
shells to separate laterally. The parting of hair has not yet been implemented.
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Physical Simulation of Deformations

The physical simulation of deformations is used in many scientific areas. Construction engineers develop techniques to predict the behavior of building
materials to analyze fractures (e.g., [4]). In the field of computer supported
medicine, researchers develop virtual training methods for surgical education
(e.g., [14, 34, 7]). To computer graphic researchers (e.g., [54, 53, 55, 52, 33,
43, 17, 6, 18, 11, 31]), the animation of deformations became interesting, because the presence of cloth, paper and other flexible materials within virtual
environments enhances realism of computer generated worlds.
Appropriate physical models have to be developed to obtain an approximation of a deformable object. Due to the different purposes of diverse
scientific fields, requirements of the simulation can vary a lot. Civil engineers, for instance, need a very precise approximation to determine the
quality of building materials. Mostly, finite element methods (FEM) at high
resolutions are used to discretize the model in space. Large computation
times are often accepted. Computer graphics’ purpose is visual credibility. Reduced computation times, that ideally allow real time simulation, are
desired. Therefore, different physical models have been developed for the
respective scientific area, adjusted to the required level of precision and potential time constraints.
In the scope of computer graphics, pioneering work was done in 1987
by Terzopolous, Platt, Barr and Fleischer [54]. They used elasticity theory
in order to construct the partial differential equations determining the behavior of non–rigid objects as a function of time. The deformation energy
is approximated using weighted combinations of stretching, bending, and
twisting tensors. As a result, an analytical formulation of non–rigid curves,
surfaces and solids was found.
In order to simulate the deformable object, these analytical equations
have to be discretized. This can be done using either the finite element
method [22, 25], the boundary element method [27], or the finite difference
method [53]. The resulting system of ordinary differential equations (ODEs)
has to be numerically integrated over time. In [54], Terzopolous et al. used
a finite differences approximation and a semi–implicit integration procedure
to simulate the deformable body. Their initial model was subsequently extended to handle viscoelasticity, plasticity, and fracture [53, 55].
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The majority of work on physically–based real time simulation of deformable bodies is based on a similar model as introduced by Terzopolous
and colleagues in [54]. This is due to the fact that the finite differences
or finite element discretization results in a set of ODEs, which govern the
temporal evolution of a set of discrete points or object elements. Therefore,
this model can be thought of as a collection of mass points connected by
springs [55], and a deformable body can be successfully approximated in this
way [43].
Mass–spring systems are the most frequently used models to approximate
the physical behavior of deformable objects in real time [6, 18, 11, 34, 14, 31,
41, 28, 44]. They are easy to understand and implement, highly parallelizable [60], and most likely to achieve real time rates. The non–rigid object is
modeled as a set of mass points and springs in a fixed topology. The forces
in between two masses are linearly approximated by means of Hooke’s law
and neglected for points that are not connected by a spring. These assumptions diminish the number of computations, so that mass–spring systems can
simulate complex deformable objects at interactive rates.
Nevertheless, mass–spring systems do involve the solution of a system of
ODEs, because they base on Newton’s fundamental law F = ma. In order
to solve the equations of motion and to simulate such systems over time, a
discretization in time has to be applied. A discrete time step is introduced
and used for the numerical time integration of the equations governing motion. Numerical time integration methods include explicit methods, such as
the Runge Kutta method, and implicit predictor-corrector schemes. Because
the numerical solution of a stiff system of differential equations is prone to
instabilities, different methods of integration will be discussed in Chapter 3
(Section 3.3.1).
The range of problems mass–spring systems have been used to solve
is quite wide, from the simulation of cloth–like objects in virtual environments [41, 18, 31, 60], where detailed overviews are available [6, 38], over the
simulation of rigid bodies attached to elastic ones [28], to the simulation of
hair [48, 16, 2, 59, 57]. Due to the geometrical similarities of fur and human
hair, the dynamical simulation of human long hair is considered the most
related field to this thesis. Mass points and springs were either adjusted to
individual elements, the single hair [48, 16, 2], or to a skeleton underlying
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the hair [59, 57]. Recent work by Bando, Chen and Nishita [3] proposed a
stochastic distribution of masses within the hair volume in order to obtain a
suitable simulation of hair dynamics. In [39], the technological advances in
hair simulation are summarized. Within this thesis, ways of adjusting masses
and springs to shell–based rendering will be developed, so that the range of
application of mass–spring systems will be widened.
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Chapter 3
Method and Details
To analyze the capabilities of mass–spring systems in the animation of fur
and grass, methods to model and to render fur have to be implemented. Section 3.1 will describe a modeling technique, which is based on exponential
functions. Section 3.2 will explain how shell–based rendering is implemented.
To achieve the desired physical simulation a mass–spring-system will be introduced in Section 3.3. After a discussion of the mathematical background
of such systems, the implementation of two numerical solvers will be described. Finally, in Section 3.4, ways of combining mass–spring systems and
shell–based rendering will be presented.

3.1

Modeling Fur and Grass

In this section, we will introduce how to model fur and grass. Since shell–
based rendering is used to represent the structure, we will also explain how
shell textures are generated.

Figure 3.1: The structure of fur and grass.
23
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Shell–based rendering was developed to render three dimensional textures in real time. A texel covered surface is represented as two dimensional
slices of the volumetric data [40]. To generate the shell textures, a three
dimensional array is filled with the structure first. The size of the array is
determined by the number of shell layers (e.g. 16) and the resolution of the
shell textures (e.g. 128×128). The data which the array contains corresponds
to the density values of the texel in [30], and can be used to define a three
dimensional texture. In the case of fur represented by a set of shell layers,
the volume array is sliced and a set of two dimensional semi–transparent
textures is generated from it. In the rendering process, these textures are
applied to the concentric shell layers.
A large number of distinct individual elements is stochastically distributed
within the volume array in order to fill it with the structure of fur or grass.
Therefore, we use a stochastic function to distribute the occurrence of hair
over the bottom of the array. If hair exists on a certain point of the bottom, we use a discretized version of an exponential function to define how
the individual hair develops to the top of the volume. This is illustrated in
Figure 3.2. The exponential function will be determined by a small number
of randomly varying parameters, so that the individuals do not look the same.

a

b

c

Figure 3.2: a: A blade of grass. b: The approximation by an exponential
function. c: Filling the volume array.
Inspired by the shape of blades of grass, a mathematical description was
developed, to define how an individual passes through the volume. Due
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to gravity and the net weight of the blades, their natural shape is quite
characteristic. The farther a blade is from the ground, the more it will
deviate from a straight line. This characteristic can easily be approximated
by means of simple exponential functions, as shown in Figure 3.2b. The
amount of deviation d from a straight line with regard to the height h can
be approximated by
dmax hn
d(h) = n
,
(3.1)
hmax
where dmax is the maximum displacement at the top hmax of a blade. The
exponent n affects the curvature of the curve. It is mostly decided to be
quadratic in this work. With Equation 3.1 a function approximating the
natural shape of blades of grass is given. However, it is not yet capable of
producing differently shaped curves.
In order to obtain curves that do not look the same, the Equation 3.1 is
extended by a stochastic parameter determining the bending. Therefore, a
weight w1 ∈ [0, 1] is multiplied with the right side term of the equation, so
that all possibilities in the range between the curve defined by Equation 3.1
and a straight line can exist. Variable bending is achieved with the following
term:
d(h) =

dmax hn
w1 .
hnmax

(3.2)

Figure 3.3 shows how straight stems are converted to blades differing in
bending. All blades are still inclined to the same direction.
To enhance realism of the whole structure, blades should differ in the
direction of growth as well. Therefore, a stochastic function of four values
is introduced. In accordance to the four possible values, the discretized version of Equation 3.2 generates the individuals along four different directions.
Figure 3.4 shows that four different directions suffice to produce satisfactory
results.
The last property which is taken into account for the modeling of fur and
grass is variable length. Starting the creation of a blade, a random value
is generated within the specific range l ∈ [lmin , hmax ]. The upper border is
given by the maximum length of the blade, hmax , and the lower border, lmin ,
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specifies the shortest blade possible. Variable length is integrated into the
volume generation process such that filling the volume buffer with the actual
blade is stopped when its respective length, l, is reached. Figure 3.4 shows
how blades differing in length improve the modeling result.

a

b

Figure 3.3: From straight stems (a) to variable curves (b).

a

b

Figure 3.4: Adding variable directions (a) and variable length (b).
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Due to the interactive context of this thesis, shells and fins are used to
render the volumetric structure. The shell and fin textures can be generated
from the volume array by slicing it along the respective direction. This is
illustrated in Figure 2.1 (see Section 2.1.1). The density information of the
particular slice of the volume is converted into alpha values of the texture, so
that only the presence of hair is encoded into them. In the following section,
we will show that this information suffices to render the structure.
Because the size of the volumetric array corresponds to the number of
shells and their resolution, the generation of shell textures is rather simple.
Each horizontal plane matches a shell texture, so that density information at
each voxel can be converted into transparency information of its equivalent
in texture space.
The generation of a fin texture is not that simple. A single texture is
used to represent the whole volume. A single vertical slice, to generate this
texture, is not sufficient, because the grass will be rather sparse. The fin
texture generated by a single slice in the volume is illustrated in Figure 3.5.

Figure 3.5: Fin textures generated by a single slice.
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Figure 3.6a shows that a fin created by a single slice will hardly match
the internal volume.

a

b

Figure 3.6: a: Fin textures generated by a single slice. b: Using multiple
slices produces satisfactory results.
To produce an appropriate fin texture, a number vertical slices is composed onto the texture. Figure 3.6b shows the result of slicing the volume
20 times and Figure 3.7 illustrates how multiple slices are composed onto a
single texture.

Figure 3.7: Composing multiple slices onto the fin texture.
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The modeling technique developed in this work is inspired by the shape
of blades of grass, as a result that it models grass in an accurate way. But
what about fur?
Animal fur often consists of two layers [30]. Beside the outer hair, a dense
coat of short hair, which is called undercoat, is present. In order to enrich
the structure with an undercoat (see Figure 3.8), the volume buffer is traversed a second time and filled with individual elements in the same manner
as before. However, some of the parameters involved in this process have
to be adapted in order to produce higher density and shorter hair. Length
variation within the undercoat, for instance, is obtained by setting different
border values to specify a different range of length. Since the creation of an
undercoat is exclusively concerned with filling the volume array, it does not
affect the method of generating shell and fin textures. But there is a definite
effect on the visual result!

a

b

Figure 3.8: a: The dog without undercoat. b: The undercoat improves the
modeling result.
The modeling technique presented in this section uses a small set of easily understandable parameters. It is capable of modeling grass in a realistic
fashion. Convincing animal fur can be achieved by adding the undercoat.
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Shell–Based Rendering

Shell–based rendering is the most common approach to render furry surfaces
in real time. Due to the similarities of fur and grass it is also capable of
representing grass covered terrain. Fur and grass are represented by a a
series of semi–transparent textured, concentric shell layers [37] as illustrated
in Figure 3.9.

Figure 3.9: Shell–based rendering.
In the previous section, we presented a method to generate the semi–
transparent textures that are applied to the shell layers. Now, we will describe how shell–based rendering is integrated into this work.
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Above each fur covered triangle of the surface, a set of triangles is extruded. This is illustrated in Figure 3.10. In the static variant of fur [37,
36, 26], the direction of extrusion is determined by the normal vector of the
vertices of the initial surface (red). In this work, a scale vector is stored at
each vertex to determine the direction extrusion. According to the physical
simulation, the scale vector is updated every frame. This will be described
in detail in Section 3.4.2. In the initial state of the furry surface, the scale
vector corresponds to the normal vector, and there is no difference to fur
that is not physically simulated.

Figure 3.10: The initial surface and the extruded shell layers above.
The distance in between two consecutive shell layers is determined by a
fixed value, called inter–shell distance. For this reason, the length of fur or
grass is specified by the inter–shell distance and the number of shell layers.
In order to render short fur and longer grass using the same method, both
values have been varied and adapted to the particular case. Considerations
regarding to the effects of varying the inter–shell distance and the number of
shell layers will be done in Section 4.1.
Figure 3.10 illustrates the arrangement of the shell layers. To make the
shell layers represent fur or grass, the corresponding semi–transparent shell
textures are applied to them. Figure 3.11 gives an idea of how this works.
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Figure 3.11: Shell textures are applied to the shell layers.
During every frame, the initial surface (the ”skin” of the model) is rendered first. Once the surface is drawn, the shell layers are rendered one by
one from innermost to outermost.
As described in the previous section, only the presence of hair is encoded
into the shell textures. Visual attributes, such as color and shadow, have to
be added to obtain appealing renderings of fur and grass. In this work, per
pixel lighting on programmable graphics hardware has been used to gain a
higher flexibility in combining colors and evaluating different lighting models.

a

b

c

d

Figure 3.12: a: Shell textures encode the presence of hair. b: Coloring fur.
c: Approximating self–shadow. d: Applying a shading model.
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The color of the individual elements of virtual grass and fur is an essential attribute. In this thesis, two possibilities of determining the hair color
have been implemented. It is either derived from the color of the ”skin”, or
determined by an additional texture. In the first case, the per vertex colors of
the initial surface are sent to the pixel shader and propagated into the non–
transparent parts of the shell layers. The fur of the dog (see Figure 3.12b)
is colored in this way. In the other case, an additional texture look up is
performed in the pixel shader, to individually specify the color of the blades.
This method is used for the grass example.
A crucial lighting property within volumetric structures is self–shadowing.
The individual elements the structure consists of throw shadows upon each
other. Since fur and grass are composed of thousands of individuals, it is
practically impossible to compute self–shadowing by taking into account all
individual elements. The most distinctive characteristic of shadow within
grass and fur is that it increases the further one approaches the ground. The
method proposed in [5] is based on this characteristic. The shell layers are
darkened the closer they are to the ”skin” layer. In order to avoid extra
computations during the rendering process, the shadow is precomputed for
all layers and stored into a look up table. Figure 3.12c and 3.13c show that
adding shadow to fur and grass does enhance the visibility of individual elements.
The last step towards realistic visualization of fur and grass represented
using the shell technique is to apply an appropriate shading model. A shading model is a method of applying a local illumination model to an object.
Generally, the components of such a model include an ambient, diffuse and
specular term.
The ambient term represents the globally scattered light which is present
in scenes composed of multiple surfaces. It is neglected for the illumination
of fur and grass, since no additional surfaces are present in the scene.
The diffuse term models the diffuse reflection of a surface from a light
source. It is the most important term for the illumination of a fur covered
object, since the amount of diffuse reflection increases with the roughness
of the surface. In this thesis, the computation of the diffuse term is based
on Lambert’s cosine law, which states that the intensity of reflected light
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depends on the angle formed by the direction of the light vector and the
normal of the surface. The dot product of the normal vector and the vector
pointing to the light source, performed in the pixel shader, accounts for the
diffuse term.
Specular reflection depends on the orientation of the viewer with respect
to the light source. In furry structures, each hair must be individually regarded for a proper specular model. Since the specular calculations have a
high performance cost, and this performance is needed for the physical simulation instead, the computation of the specular term is neglected in this
thesis. The use of an appropriate texture with glossy elements, which is
applied to the shell layers to specify the color of grass, turned out to significantly improve visual quality and to compensate the neglected specular term.
Figure 3.12 and 3.13 illustrate how adequate renderings of fur and grass
are achieved by adding color, self–shadow and shading to the structure represented by concentric shell layers.

a

b

c

d

Figure 3.13: Applying color (b), self–shadow (c) and a shading model (d) to
the grass.
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Figure 3.14 shows that it is possible to achieve good quality fur and grass
with shell–based rendering. The grass is rendered with 128 shell layers and
the application of a glossy texture to approximate specular effects. The dog
fur is visualized using 16 layers and the color is determined by the per vertex
colors of the initial model.

a

b

Figure 3.14: a: Grass, a glossy texture approximates specular effects. b: Dog
fur, the color of the ”skin” determines the fur color.
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The major drawback of the shell method is that it is not view independent. This can best be illustrated by the grass example. Figure 3.15 shows
a grass covered surface viewed from different inclinations.

a

b

c

d

Figure 3.15: The shell method is not view independent.
From left to right, the viewing angle is increased, and the quality of the
method decreases gradually. In image d, the shell layers disappear, because
their projection onto the screen is zero.
In order to improve the side appearance of the grass, fins [36] have been
added. In this work, fins are generated at the borders of the surface or at the
borders between furry and non furry regions. The normal vector, the inter–
shell distance and the number of shell layers are used for the generation of
the geometry of a fin, so that it is perpendicular to the surface and matches
the shell layer representation. In the previous section we have seen how
the fin textures are generated. Figure 3.16 shows how fins improve the side
appearance of the grass.

a

b

c

Figure 3.16: Fins improve the side appearance of grass.

d
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Rendering fur and grass over arbitrary objects with the shell technique
involves the problem of finding an appropriate parameterization of the surface. For the specific case of fur and grass, this parameterization must satisfy
two requirements. First, the shell textures have to be mapped onto the shell
layers in such a way that they have the same resolution over all triangles.
Figure 3.17 shows the consequential distortion effects of an unsuitable surface parameterization. Second, the texture resolution over the surface must
be high enough to disperse hair finely over the entire object. This would
result in huge texture memory requirements, if a global parameterization of
the surface (e.g. sphere mapping [58]) is used. For this reason, a local parameterization has been preferred, since all triangles share the same set of
shell textures.

Figure 3.17: Distortion effects of an unsuitable parameterization.
In this work, a method for local parameterization of the surface is developed. Each triangle is treated separately for the mapping into the 2D texture
domain. A point in the 2D texture domain is specified by the texture coordinates u and v. To compute appropriate texture coordinates of a triangle, the
u–v coordinates of two of its vertices are set, so that the distance in between
them is preserved. Then, the u–v position of the third vertex is calculated,
maintaining the distance to both vertices that have been mapped before.
This can be achieved by using simple trigonometry. Figure 3.18 shows that
this method guarantees a constant texture resolution over the whole surface.
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Figure 3.18: The local parameterization method guarantees a constant texture resolution for all triangles, but artificial patterns can appear.
The method, as described above, still has a slight drawback. Since the
texture coordinates of the two vertices which are mapped first are identical
for each triangle, artificial patterns can appear (see Figure 3.18). To avoid
this, the whole map of a triangle is randomly displaced within the texture
domain. With this extension, the method for local parameterization leads
to excellent results (see Figure 3.19) and completes the implementation of
shell–based rendering.

Figure 3.19: The local parameterization method with random displacement
to avoid patterns yields excellent results.
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The Mass–Spring System

A mass–spring system is a fixed topology of mass points which are connected
by springs. Figure 3.20 illustrates such system in a very simple topology.

Figure 3.20: A mass–spring system.
The positions of all mass points, which is the position state of the mass–
spring system, must be permanently updated to animate such a system. In
this section, we will describe how this is done.
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The springs usually model spring forces Fspring and viscosity forces Fvisc
between the connected mass points. Since the viscosity force determines the
damping within mass–spring systems, such systems are also called mass–
spring–damper systems. Throughout this work, we will maintain the term
mass–spring system.
Physical values involved in the animation of a mass–spring system are
shown in Figure 3.21. It illustrates the process of updating the position of a
single mass point.

Figure 3.21: Scheme of a mass–spring system
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To obtain the new position pi = (xi , yi , zi )T of a single mass point i, its
acceleration ai must be calculated first. This can be done using Newton’s
law
F
,
(3.3)
ai =
mi
where F is the force acting on the mass mi . Since the acceleration is the
second time derivative of the position
ai (t) =

dpi (t)
= p̈i (t),
dtdt

(3.4)

the problem is to solve the second order ordinary differential equation (ODE)
mi p̈i = F (t, pi , ṗi )

(3.5)

for a single mass mi . As shown in Figure 3.21, the force F acting on a mass
point is consisting of spring forces and viscosity forces. Since the viscosity
force, Fvisc , is a function of the velocity vi = ṗi , Equation 3.5 contains the
first derivative ṗi as well.
For a whole system of n mass points p = (p1 , p2 , . . . , pi , . . . , pn )T , we can
write Equation 3.5 in matrix form as a system of n second order ODEs
M p̈ = F (t, p, ṗ),

(3.6)

where M is a n × n matrix storing the respective masses mi on the diagonal.
The animation of a mass–spring system thus involves the solution of a
system of ODEs. Since it is often impossible to find an analytical solution
for systems of ODEs, various methods to numerically solve them have been
developed. In the following, we will describe a selection of numerical integration methods for solving ODEs. Then, we will will apply the results of this
to mass–spring systems, and the methods used in this thesis will be presented.
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Integration Schemes

An equation that contains at least one derivative of a function beside the
function itself is called differential equation. Thus, differential equations basically describe the relation between an unknown function and its derivatives.
If the unknown function depends on only one variable, the differential equation is called ordinary differential equation (ODE). The order of an ODE is
determined by the order of the highest derivative it contains. We have seen
that a mass–spring system involves the solution of a system of second order
ODEs. In this section, dealing with numerical integration in general, we will
preserve an abstract form without particular attention to mass–spring systems.
Problems involving ODEs can be reduced to the study of first order differential equations. Each differential equation of order n
y (n) = f (x, y, y 0 , y 00 , . . . , y (n−1) )

(3.7)

can be reduced by substitution
y1 = y 0 , y2 = y 00 , . . . , yn−1 = y (n−1)

(3.8)

to a system
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(3.9)

of n differential equations of first order. Thus, any ODE of nth order can be
solved, if we know how to solve ODEs of first order. A first order ODE can
be written in the abstract form
ẏ = f (x, y).

(3.10)
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As stated, the solution of an ODE is not always analytically computable
and numerical methods must be used. Numerical methods give particular
solutions at discrete points xi , but allow as high as needed accuracy. The
discretization is done by introducing a step size h with xi = x0 + ih (i ∈ Z).
An approximation of the solution with an arbitrarily small error from the exact solution of the ODE can be achieved when h → 0. Since we are dealing
with numerical time integration in the case of mass–spring systems, h will
be called time step in the following.
All numerical methods considered in this section assume that an initial value of the approximation is available (initial value problems). This
means that an initial condition y(x0 ) = y0 is specified. There are also two–
point boundary value problems where conditions are set at two specific points
xs , xe . We will consider only single point boundary solutions here.

Explicit Integration Schemes
A method which uses only known solutions at preceding steps y(xi−k ) =
y(x − kh) (k = 0, 1, 2, . . .) to find the next solution at xi+1 is called an
explicit integration scheme. The simplest one is the forward or explicit Euler
integration. The forward difference quotient
y(x + h) − y(x)
y(xi+1 ) − y(xi )
=
≈ ẏ(x) = f (x, y(x))
h
h

(3.11)

is used to derive Euler’s formula of integration
y(x + h) ≈ y(x) + hf (x, y(x)),

(3.12)

where f (x, y(x)) represents the derivative information, ẏ(x), at the previous
step x. Geometrically, this means to follow the tangent vector at the previous
point xi on a straight line by a measure of h to obtain the solution at the
next point xi+1 .
The forward Euler integration is very fast at the expense of accuracy.
Since the derivative change in the interval (xi , xi+1 ) is not considered at all,
the error of the method is only one power of h smaller than the correction.
The Euler method can be seen as a Taylor series truncated after the second

3.3. THE MASS–SPRING SYSTEM

45

term. Comparing a single Euler step (see Equation 3.12) and the Taylor
expansion
ÿ(ξ) 2
y(x0 + h) = y0 + f (x0 , y0 )h +
h
(3.13)
2
with (x0 < ξ < x0 + h), it becomes clear that the error of the method is
in the range O(h2 ). A method with an error of O(hn+1 ) is called a method
of order n. Therefore, the explicit Euler integration is a method of first order.
Especially when fast solutions are required (e.g. in real time simulations),
the explicit Euler integration can be appropriate. Since it will not be accurate
enough for several problems, higher order schemes such as midpoint integration (second order) or the classical Runge–Kutta method (fourth order) have
been developed. They are based on forward differences and also belong to
the class of explicit integration schemes. The basic idea is to do multiple
Euler steps to points in between xi and xi+1 , so that the derivative change
over the interval is taken into account. Midpoint integration, for instance,
does one Euler step to the middle of the interval in order to ascertain the
derivative there, and uses this information to move on in time doing a second
Euler step. The midpoint integration scheme
h
k1 = y(x) + f (x, y(x))
2
h
y(x + h) = y(x) + hf (x + , k1 ) + O(h3 )
2

(3.14)

reduces the error to O(h3 ) and is therefore of second order. The classical 4th
order Runge–Kutta method (RK4) evaluates the derivative information four
times along the interval, and reduces the local error to O(h5 ) in comparison to the untruncated Taylor expansion. RK4 is the most commonly used
scheme and suffices for many problems.
The major problem of all explicit methods is that they are prone to instabilities. Instabilities are the consequence of errors. Besides suffering from
rounding errors like all numerical methods do, the mathematical procedure
itself produces errors (procedural error), due to the discretization. The total
error of a numerical method decides whether it is stable or not. A method is
of strong stability, when the total error of the method decreases while the simulation proceeds in time, and of weak stability when the order of error does
not change. A method is called instable when the total error it produces
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increases when proceeding in time. The problem with explicit integration
schemes is that the procedural error alone can cause the method to be instable.
For this reason, conditions concerning the discretization step size h have
been introduced. Basically, h must be set small enough to capture the characteristics of a stiff differential equation1 . The time step conditions for stiff
equations can be compared to the sampling theory, where the frequency of
sampling must be two times the highest frequency of the signal in order to
be able to rebuild it without errors [49]. For the explicit Euler integration,
the time step h must at least be smaller than the inverse of the square root
of the stiffness. In general, with all explicit methods, h has to be set very
small to ensure stability. More detailed analysis of numerical stability and
the conditions it results in are available in the literature (e.g. [12, 23]).

Implicit Integration Schemes
Another class of methods to solve initial value problems is implicit integration. A method is called implicit if it considers subsequent approximations
y(xi+k ) = y(x + kh) (k = 0, 1, 2, . . .) besides preceding ones to find the solution at next step y(xi+1 ) = y(x + h). In practice, implicit methods of
integration are to be preferred since they allow larger step sizes while achieving the same exactness [12].
The simplest implicit scheme is the implicit Euler method which takes
into account an approximation at xi+1 to find the solution y(xi+1 ). The
basic idea is to use the backward difference
y(x + h) − y(x)
y(xi+1 ) − y(xi )
=
≈ ẏ(x + h)
h
h

(3.15)

to obtain the integration formula
y(xi+1 ) = y(x + h) ≈ y(x) + hf (x + h, y(x + h)).
1

(3.16)

If the solution of a differential equation is composed of different faded exponential
parts, the problem is called stiff. In practice, most of the problems involving differential
equation are stiff ones.
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Therefore, the method is also called backward Euler integration.
To solve Equation 3.16, we have to estimate f (x + h, y(x + h)). Usually,
this requires the solution of a non–linear equation which can be found iteratively. First, an initial value y(x + h)0 is approximated using an explicit
method, called predictor. After that, the iteration scheme
y(xi+1 )µ+1 = y(x + h)µ+1 = f (x + h, y(x + h)µ )

(3.17)

can be used to improve (correct) the solution. The iteration scheme is also
called corrector. Special corrector formulas can enhance the convergence
behavior of the scheme. For a thorough discussion of predictor–corrector
methods, the reader is encouraged to read the literature ([12]).
As its explicit correspondent, the implicit Euler method is of first order.
There have also been developed implicit schemes of higher order. Since these
methods are computationally very expensive, they have almost no practical
importance in computer graphics. Moreover, the error of the implicit Euler
scheme can be reduced just as well by diminishing the the discretization step
size h as by using schemes of higher order.
The basic benefit of implicit integration schemes is that they are stable.
Taking into account subsequent approximations y(xi+k ) of the differential
equation can ensure that the procedural error does at least not increase
(weak stability) while the simulation proceeds in time. The implicit Euler
scheme is unconditionally stable [23] assuming that the non–linear equation
is solved properly. The iterative solution of the non–linear equation introduces another error which is weakening stability, so that also the number of
iterations becomes a condition for stability. Nevertheless, implicit integration
schemes yield more stable solutions and allow larger time steps than explicit
integration methods.
It should be mentioned that there exist still more techniques of numerically solving ODEs. So called multistep methods, for instance, take into account a set of preceding y(xi−k ) and/or subsequent y(xi+k ) approximations
to find the solution y(xi ). Since they are computationally very expensive and
usually not used where fast solutions are required, they will not be considered
here.
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Mass–Spring Solvers

The animation of a mass–spring system is to solve the system
M p̈ = F (t, p, ṗ)

(3.18)

of n second order ODEs. In accordance to Equations 3.7 to 3.9, we can
reduce Equation 3.18 to a system of 2n ODEs of first order
d
dt

p
ṗ

!

d
=
dt

p
v

!

=

v
M −1 F (t, p, v)

!

(3.19)

by substituting v = ṗ, where v is the n dimensional vector containing the
velocities of all mass points.
In the previous section, we have discussed several different methods to
numerically solve such a system of ODEs. We have seen that explicit methods are very fast at expense of accuracy and possible instabilities. Implicit
methods are considered more stable, but are computationally more expensive. Since it was not clear how fast the mass–spring system has to be for
the physical simulation of fur and grass, and how stable it behaves, both an
explicit and an implicit mass–spring solver have been implemented.
The first solver is based on the explicit Euler integration and the second
one uses the implicit Euler scheme. Both solutions require a discretization
in time t, and the discrete time step h is introduced.
The Explicit Mass–Spring Solver
In both the explicit and implicit case, the new position state p(t + h) of the
system is given by
p(t + h) = p(t) + hv(t + h),
(3.20)
which corresponds to the Newtonian law of motion. The velocity v(t + h)
is approximated in accordance to Euler’s explicit formula of integration (see
Equation 3.12)
v(t + h) = v(t) + hf (t, p, v),
(3.21)
where the function f (t, p, v) is estimated by
hf (t, p, v) = ∆v(t, p, v) = hM −1 F (t, p, v).

(3.22)
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Equation 3.22 takes into account the system’s forces F at the previous state
t of the simulation. The total internal forces Fint (t, p, v) are composed of
spring forces
Fspring (t, p) =

0
),
cspring ((pi − pj ) − lij

X

(3.23)

∀springs

which are calculated for all connected particles i and j using Hooke’s law,
and viscosity forces
Fvisc (t, v) =

X

cvisc (vi − vj ),

(3.24)

∀springs

which take into account the velocities vi , vj of all connected particles. The
0
term lij
in Equation 3.23 represents the initial length (rest length) of the
spring between the mass points i and j. The spring constant cspring and the
damping constant cvisc determine the behavior of the respective spring. The
total forces F acting on the system at time t are given by
F (t, p, v) = Fext + Fint (t, p, v) = Fext + Fspring (t, p) + Fvisc (t, v),

(3.25)

where Fext represents the external forces which act on the mass–spring system.
In order to obtain the new positions p(t + h) of the mass points, the
explicit solver performs the following calculations:
 compute forces (Equation 3.25),
 compute accelerations (Equation 3.22),
 compute velocities (Equation 3.21),
 compute positions (Equation 3.20).
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The Implicit Mass–Spring Solver
The implicit mass–spring solver is based on the backward difference shown
in Equation 3.15. It uses an approximation of the solution at time t + h to do
the next step. The new positions p(t + h) of the mass points are computed
using Equation 3.20, like in the explicit case. The difference is given by the
fact that the calculation of the new velocities
v(t + h) = v(t) + hf (t + h, p, v)

(3.26)

requires an approximation of the function f (t + h, p, v). This can be achieved
by
hf (t + h, p, v) = ∆v(t + h) = hM −1 Fint (t + h, p, v),
(3.27)
where the systems forces Fint at time t + h remain unknown. To find an
appropriate estimation of the internal forces Fint (t + h) of the system, we use
the second order Taylor series and approximate
δFvisc (t, v)
δFspring (t, p)
∆p(t + h) +
∆v(t + h),
δp
δv
(3.28)
where Fspring (t, p) is defined by Equation 3.23 and Fvisc (t, v) by Equation 3.24
respectively. F (t) is given by Equation 3.25.
Fint (t + h, p, v) = F (t) +

The partial derivative of Fspring and Fvisc are stored in a matrix which is
actually a combination of the Jacobian J and the Hessian matrix H of the
systems force field with respect to the positions and velocities. The Jacobian
part is calculated by
T
δFspringij
kpi − pj k − l0
0 (pi − pj ) (pi − pj )
I3 + lij
,
= cspring
Jij =
δpj
kpi − pj k
kpi − pj k3
(3.29)
which results in 3×3 dimensional elements. Since the non–diagonal elements
of Jij are zero, we only store a three dimensional vector. To add the Hessian
part to J, we introduce the matrix J 0 with

!

Jij0 = Jij + hcvisc (vj − vi ).

(3.30)

With ∆p(t + h) = hv(t + h) in Equation 3.20 and ∆v(t + h) = hf (t + h, p, v)
in Equation 3.26, we can write
∆p(t + h) = h(v(t) + ∆v(t + h)),

(3.31)
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and transform Equation 3.28 into
Fint (t + h) = F (t) + J 0 (v(t) + ∆v(t + h))h.

(3.32)

In the last section, we have seen that the estimation of the function
f (x+h, y(x+h)) in most cases requires the solution of a non–linear equation.
Equation 3.17 showed that this can be done iteratively. For the implicit
mass–spring solver, we consider Equation 3.27 and reduce the problem to
the calculation of velocity changes ∆v(t + h)
hf (t + h, v(t + h)) = ∆v(t + h) = hM −1 Fint (t + h, ∆v(t + h)),

(3.33)

where Fint (t + h) is specified by Equation 3.32. Equation 3.33 can be solved
iteratively by
∆v(t + h)0 = M −1 hFint (t + h, v(t))
∆v(t + h)µ+1 = M −1 hFint (t + h, ∆v(t + h)µ ).

(3.34)

With the implicit solver, the new position state p(t+h) of the mass–spring
system is obtained by the following loop:
 compute J (Equation 3.29),
 compute forces Fint (t) (Equation 3.25),
 iterate to compute velocity changes ∆v(t + h) (Equation 3.34),
 compute velocities v(t + h) (Equation 3.26),
 compute positions p(t + h) (Equation 3.20).
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It is obvious that the performance and accuracy of the solution strongly
depend on the number of iterations done to compute the velocity changes.
Due to the real time context we are situated in, we take the result after the
first iteration. Since the iterative scheme (Equation 3.34) is based on an
implicit integration method, stability should be ensured for the majority of
values for time step, masses, damping constant and spring constant if only
one iteration is used. We will discuss in the next chapter, whether this meets
with simulation experiences.
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Physical Simulation of Fur and Grass

In the previous sections, we have introduced how to model fur and grass, how
shell–based rendering represents these structures, and how a mass–spring system is animated. To simulate the dynamical behavior of fur and grass, we
will now discuss how to combine shell–based rendering and mass–spring systems.
In [36], Lengyel et. al noted that fur can be moved according to physical
simulation by shearing the shell layers. The main purpose of this thesis is to
research whether mass–spring systems can be used for this physical simulation. The basic idea of how to move the shell layers according to mass points
and springs is illustrated in Figure 3.22.

Figure 3.22: The basic idea of combining a mass–spring system and shell–
based rendering.
Lengyel furthermore saw the possibility to part the hair by allowing the
shell layers to separate laterally. Parting means that fur and grass can
be split, and that clusters of hair can move independently from other ones.
Figure 3.22 illustrates how the parting of hair can be done by using masses
and springs to move fur and grass.
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To move the shell layers according to a mass–spring system, we assign
mass points to the layers and connect them by springs. During the simulation, external forces are applied to the mass points and the mass–spring
solver loops to permanently calculate the position state of the mass–spring
system. The new positions of the mass points are then used to determine
how shells are displaced.
There are several different ways to adjust mass points and springs to
shell–based rendering. Masses can be assigned to each layer or to selected
layers only. The number of possibilities to generate springs between mass
points is enormously large. In the following, the arrangement of masses and
springs will be called mass–spring topology.

3.4.1

Mass–Spring Topologies

The initial surface as well as the shell surfaces consist of triangles and vertices.
The intuitive way to assign a mass–spring system to shell–based rendering
is to generate a mass point at each vertex of the shell layers and the ”skin”
surface. This results in a series of mass points generated along the normal
vector of each vertex of the initial surface. The simplest way to connect these
mass points is to put a spring between sequent points, with the result that
a mass–spring chain is generated along the vertex’ normal. This intuitive
mass–spring topology is illustrated in Figure 3.23 for a single triangle.

Figure 3.23: The intuitive mass–spring topology.
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The chain of masses (red) and springs (white) is fixed to the skin surface
by setting the mass of the correspondent point on the initial surface to a
sufficiently large value.
The initial mass–spring topology, however, has two general problems.
First, for a surface the geometrical complexity of which suffices to model a
furry puppet, this topology results in a large number of mass points and
springs. The physical solver will not be able to update such an amount of
masses and springs at an interactive rate. Second, it is difficult to control
mass–spring chains to be along the shape matching the natural bending of a
blade. The shell layers do not move in a realistic way.
In order to solve these problems, we no longer assign masses to the vertices of every shell layer, but only to subset layers. Figure 3.24 illustrates
this process for a single triangle.

a

b

c

Figure 3.24: Reducing the number of masses and springs in the mass–spring
chains. a: 9 masses and 8 springs. b: 5 masses and 4 springs. c: Only 3
masses and 2 springs.
This process strongly reduces the number of mass points and springs. For
instance, using the intuitive topology (see Figure 3.23) for a furry surface rendered with 16 shell layers (including the ”skin” layer), 16 mass points and 15
springs have to be generated for each vertex of the initial surface. This results in a number of 16000 masses and 15000 springs for a surface consisting
of 1000 vertices. Using the topology shown in Figure 3.24c, only 3000 mass
point and 2000 springs are generated. Such a number of masses and springs
can be handled by the physical solver at interactive rates.
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Unfortunately, it still remains difficult to control the movement of the
masses, even when using only three mass points in the mass–spring chains.
It is assumed that an improvement can be made by taking into account bending forces resulting from the spring’s orientation. This extension, however,
would enormously increase the computational costs of the physical simulation. For the moment, we have not implemented a mass–spring solver taking
into account bending forces. For this reason, we only use mass–spring topologies that are even more simple.
If the reduction process illustrated in Figure 3.24 is pursued, only two
mass points for each vertex of the initial surface remain. The first one
is attached to the ”skin” setting its mass sufficiently large. The second
point is assigned to the vertex on the uppermost shell layer, and its mass
is set to a much smaller value. Both mass points are connected by a single
spring. In the following, we call this mass–spring topology spring–sticks
Figure 3.25 shows how spring–sticks are applied to a single triangle (a) and
to a sphere (b).

a

b

Figure 3.25: a: Spring–sticks on a single triangle. b: Spring–sticks applied
to a sphere.
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Actually, the spring–stick topology no longer requires the complex physical solver to be animated. Since each mass point is linked only to one other
mass point, it is to solve only the equations determining the behavior of a
single spring. Mutual interactions are not present, and the spring–sticks can
be animated one by one.
In order to determine whether we can save computational power simulating the spring–sticks one by one, an adapted solver has been developed
additionally. This solver will be called stick solver. The stick solver takes
into account only the orientation of the single spring, and elongations are
neglected. As a result, we actually handle sticks instead of springs. The
stick topology is shown in Figure 3.26.

a

b

Figure 3.26: a: Sticks on a single triangle. b: Sticks applied to a sphere.
As we see in Figure 3.26, sticks applied to a surface do not differ from
spring–sticks. Since they are simulated using another solver, we will consider
them as a particular topology. The stick topology is the second topology,
which has been used in this work.
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Another possibility of combining masses and springs to a series of shell
layers is to connect different mass–spring chains by a spring. The prism
topology uses this possibility. One mass point is generated at every vertex of the initial surface and another one at each vertex of the uppermost
shell layer. Both mass points are linked by a spring. Additionally, we connect the mass points on the uppermost shell layer by generating springs along
the edges of the surface of the uppermost layer. This is shown in Figure 3.27.

a

b

Figure 3.27: a: Prisms on a single triangle. b: Prisms applied to a sphere.
Due to the resulting spatial structure, we call this topology prisms. The
prism is the most complex way to arrange masses and springs to the shell
layers considered in this work.
We have introduced three different mass–spring topologies. Spring–sticks,
sticks and prisms are generated by assigning mass points to the vertices of
the initial surface and to the uppermost shell layer. For each vertex of the
initial surface we thus create two masses connected by a spring. Usually, a
single vertex belongs to a series of triangles. For this reason, the mass points
generated at a vertex determine the movement of a series of shell layer triangles. The shell layer triangles, therefore, cannot separate and the parting
of fur and grass is not possible.
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At the beginning of this chapter, we explicitly noted that we want to
simulate the parting of fur and grass. This means that we have to find a
solution of how to allow the shell layer surfaces to separate, so that clusters
of hair can split.
Parting is integrated into this work by treating the triangles separately
for the generation of mass points and springs. The triangles of the initial
surface are handled one by one to attach a mass point to each of its vertices. Then, mass points are assigned to the vertices of the corresponding
uppermost shell layer triangle. The generation of the springs depends on the
respective mass–spring topology. In fact, we treat every triangle as being a
distinct surface.
Figure 3.28 shows a surface consisting of two triangles. In the left–hand
image, the parting of fur is not possible, since mass points determine the
displacement of a series of shell layer triangles. The right–hand image shows
that shells can separate laterally if the triangles are treated one by one for
the generation of the mass–spring topology.

a

b

Figure 3.28: a: Neighboring shell layer triangles are connected. b: The shell
layers can separate laterally.
The figure illustrates that the number of mass points and springs is increased if we separately handle the triangles for the generation of the topology. At each vertex of the initial surface, the number of masses and springs
depends on the number of triangles the vertex is part of.
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In Figure 3.28, the two ways of treating the triangles of a surface are
shown for the prisms. Both ways of assigning masses and springs to the shell
layers of an entire surface are implemented for all three introduced topologies.
Therefore, we obtain six different topologies which are used in this work. The
topologies allowing that shell layers separate laterally will be called separable
sticks, separable spring–sticks and separable prisms.
Of course, further possibilities of arranging masses and spring over a surface exist. More springs could be added to connect masses of the initial
surface and masses of the uppermost shell layer. In this thesis, however, we
will only consider the six topologies introduced above.
To move fur and grass by these topologies, we model external forces and
apply them to the mass–spring system. In current state, the external forces
are with respect to gravity, wind and motion of the object. Additionally, it
is possible to locally apply forces by user input. In future, it is desirable that
motion of the furry object is propagated into motion of the mass–points on
the initial surface. Integrating this, the fur would respond to any kind of
motion of the object without a need to model external forces.

3.4.2

Shell Shearing

The mass–spring topology is generated in a preprocessing step. During the
real time simulation, external forces are applied to the mass points, and their
positions are updated by the mass–spring solver described in Section 3.3.2.
In order to make fur and grass move in accordance to the positional change
of the physical point on the ”skin” layer and on the uppermost shell layer,
a method to compute the displacement of the shell layers between these two
masses has to be developed. According to [36], this procedure is also called
shell shearing. The shell shearing method should approximate the natural
bending of grass and fur under external influences, such as wind.
At each vertex of the initial surface, two mass points determine the displacement of all corresponding shell layer vertices. Since the operations to
compute how the vertices of the shell surfaces are displaced are identical for
each vertex, the vertex shader is used to calculate the shell displacement.
This decision is even reasonable, since a huge amount of CPU performance
is already needed to simulate the mass–spring system.
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To make the positional information of the mass–spring topology available
to the vertex shader, we introduce the scale vector ~s. The scale vector of a
vertex is computed using the position, pi , of the mass point on the ”skin”
and the position, pj , of the mass on the uppermost shell layer. For every
frame, the scale vector is calculated by
~si,j =

pj − pi
,
|pj − pi |

(3.35)

and sent to the vertex shader as an additional information.
In vertex shader, the scale vector can be used to straightforwardly define
the displacement of the shell layer vertices. The position of the shell vertices
can be set along the scale vector with the fixed inter–shell distance between
two sequent vertices. This is shown in Figure 3.29 for a single triangle. We

Figure 3.29: Displacing the layers (white) along the scale vector.
can see that the shells are displaced on a straight line and do not match the
natural bending of blades.
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In order to obtain an approximation of the natural bending, another
method has been developed. The main idea is to use the normal vector ~n
and the scale vector ~s of the respective vertex to determine how the shell
layer vertices are displaced. The position of a shell layer vertex is composed
of a horizontal displacement, ~h, and a vertical displacement along the normal
vector of the initial surface. The quantity of vertical displacement is determined by the inter–shell distance. To approximate the natural bending of
blades of grass, we define the function
~h(li ) =

i
nlayers

!k

(~s − ~n),

(3.36)

which increases the influence of ~s depending on the height of the shell layer
li (i = 0, 1, . . . , nlayers ). The exponent k can be used to design a curve
approximating the natural bending in a satisfactory way. Figure 3.30 shows
how the natural bending is approximated by Equation 3.30.

Figure 3.30: Approximating the natural bending.
The result of this way of shearing the shells is illustrated in Figure 3.31
for a single prism. The figure shows how the shell layers separate from the
straight lines defined by the springs connecting the masses on the ”skin” and
the masses generated at the uppermost layer. Note that the mass points
initially created on the uppermost shell separate from it. This is because of
the vertical displacement determined by the fixed value.
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Figure 3.31: Shell shearing using Equation 3.36.
The major advantage the proposed shell shearing technique has over the
method proposed in [13] is that computational costs are rather low. Instead of
using expensive trigonometric functions, the method manages shell shearing
with k multiplications and one vector addition. A slight drawback of this
way of shearing the layers is that the length of hair is not preserved, because
the vertical displacement is determined by a fixed inter–shell distance. This,
however, did not have strong influence on the visual result, since the effect
is hardly noticeable at common scales of fur and grass covered surfaces.

64

3.4.3

CHAPTER 3. METHOD AND DETAILS

The Wrong–Side–Scale Problem

With combining the mass–spring system and shell–based rendering as described on the previous pages, there is one general problem. Once an external
force has been applied to a mass point, it is free to move without any urge
to return to its initial position.
Moreover, it is possible that mass points move to the other side of the
initial surface (inside the object). The resulting scale vector points to the
wrong side of the surface. This problem is called wrong–side–scale problem and shown in Figure 3.32. It is illustrated that fur is flips to the wrong
side of the surface if the mass points move respectively.

Figure 3.32: The wrong–side–scale problem.
The most reasonable way to force the mass–spring topologies to return to
their initial state is a mass–spring solver taking into account bending forces of
the springs. According to the spring’s orientation, the solver would compute
internal forces, which are then applied to the mass points. Furthermore,
constraints could be added to the mass–spring solver to not allow motion
that causes a wrong–side–scale. Due to the complexity of these changes and
the likely slowdown of the whole application, these extensions have not been
implemented.
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In this work, we use the normal vector ~n and the scale vector ~s in order
to compute forces by which the mass point on the uppermost layer is forced
to return to its initial position. At each vertex, the force F~ applied to the
respective mass–point on the uppermost layer is calculated by
F~ = (~n − ~s)(1 − (~n · ~s))w,

(3.37)

where the term (~n − ~s) determines the direction of the force. The term
(1 − (~n · ~s)) is zero in rest state, and increases with the angle formed by
the normal vector and the scale vector. Additionally, the adjustable weight
w determines the magnitude of the force. With this procedure, the mass–
spring topologies always return to their initial state, since the mass points on
the uppermost layer are permanently forced to return to their initial position.
Figure 3.33 shows a fur covered sphere, the physical simulation of which is
done by prisms, under the influence of gravity. By applying forces computed
by Equation 3.37 to each mass on the uppermost shell layer, the wrong–side–
scale problem is under control.

a

b

Figure 3.33: a: The wrong–side–scale problem on a furry sphere under gravity. b: The result after applying forces to make the topology return to initial
state.
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Nevertheless, it is still theoretically possible that fur is drawn on the
wrong side of the surface. In practice, this happens when large external
forces are applied to the object. The forces resulting from motion of the
object, for instance, become very large if the object is abruptly moved. For
this reason, a method which ensures that fur is never drawn on the wrong
side of the surface has been developed.
The first issue that has to be addressed when developing a method to
solve the wrong–side–scale problem is recognizing when it occurs. In two dimensions, Figure 3.34 illustrates the range which does not cause the problem.

Figure 3.34: The occurrence of the wrong–side–scale problem.
It shows two edges (a 2D face) and the corresponding normal vectors
which both define a plane. The wrong–side–scale problem occurs when the
vertex’ scale vector lies in the plane of at least one triangle, to which the
respective scale vector takes effect, therefore, when the dot product of the
scale vector and the triangle normal vector (nf ace in Figure 3.34) is zero.
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Since the consideration of all adjacent triangles for the wrong–side–scale
test would increase the computational expense greatly, and moreover, require
a very specific organization of the geometrical data of the model, a simpler
approximation of determining whether the problem occurs has been developed.
In this work, the angle α formed by the vertex normal and the vertex scale
vector was used to obtain this approximation. The problem is reduced to a
single dot product (~n ·~s) for each vertex of the initial surface. If ~n ·~s lies below
a certain threshold (cos(α)), the respective mass point shows a tendency to
collide with the plane of one of the adjacent triangles, and therefore to cause
the problem during the next time of the simulation. Figure 3.35 illustrates
this way of approximation for the threshold angle α.

Figure 3.35: The approximation by ~n · ~s.
In the current implementation, a fixed threshold angle identical for all
vertices is used. In a future version, this method should be improved by calculating the threshold per vertex, considering the geometrical information of
the model. This could be done in a preprocessing step, so that the system’s
performance would not be affected.

68

CHAPTER 3. METHOD AND DETAILS

Once the problem is recognized to potentially occur during the next steps
of the simulation, we react by applying an impulse force, and stop updating
the scale vector until the mass point returned to a position that does not
cause the problem. By using this method, fur is never drawn on the wrong
side of the surface.

Chapter 4
Observations and Results
In the end, a real time animation is only as good as the weakest of its components. The best physical simulation is worth nothing if the visual result
is not correct. The whole method is impractical if it does not work on conventional hardware. These issues will be discussed in the following chapter,
to make clear whether the moving fur simulation presented in this thesis is
a practicable solution for everyday usage.

4.1

Visualization Issues

For shell–based rendering visual quality is dependent on the number of shell
layers and the inter shell offset. Each of the Figures 4.1, 4.2 and 4.3 show
a sphere covered with fur of equal length. A sphere has been chosen as a
test object since all viewing angles are present and visual drawbacks can be
best represented. The left–hand images are rendered with 12 shell layers,
the middle ones with 24, and the right–hand pictures are produced with 48
layers. Each time the number of shell layers is doubled, the inter shell offset
must be halved in order to keep the fur length constant.
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a

b
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Figure 4.1: Short fur rendered with 12 (a), 24 (b) and 48 (c) shell layers.

a

b

c

Figure 4.2: Medium length fur rendered with 12 (a), 24 (b) and 48 (c) shells.

a

b

c

Figure 4.3: Long fur rendered with 12 (a), 24 (b) and 48 (c) shell layers.
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As Figure 4.1a shows, 12 shell layers produce satisfactory renderings of
short fur. Increasing the number of shell layers beyond 12 does not significantly improve the visual result. In the case that longer fur is wanted, it
is necessary to increase the number of shell layers in order to keep the inter
shell offset sufficiently small, and avoid that the gaps between two consecutive shells become noticeable. Figure 4.3a demonstrates that 12 shell layers
fail to produce a correct image of long fur, because the area on the sphere in
which the structure can still be perceived as fur is very small.

a

b

c

Figure 4.4: Long grass, rendered with 32 (a), 64 (b) and 128 (c) shell layers.
Since the grass blades are longer, the number of shells has to be increased.
Figure 4.4a shows that even 32 layers do not suffice to represent the grass
since single blades are barely perceptible as distinct individuals. In this work,
grass was rendered with 64 or 128 shells, which is well–suited for the desired
length.
Fins were integrated to improve the side appearance of grass. The rendering examples presented in Section 3.2 show that fins, glued on the border
of the surface, improve the rendering result.
Note how in Figure 4.3a the silhouette of the sphere shows the shell
structure. For the moment there is no algorithm integrated in the graphics
subsystem to recognize the silhouette of an object. In the future, a method
for adding fins to the silhouette of an object has to be developed.
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Many authors (e.g. [26, 13]) have addressed fur and grass lighting, and
techniques are well–developed. Because the physical simulation requires a
large amount of the available computational power, a lighting method having
the least possible computational complexity has been favored. In this work,
therefore, we have used the fast technique for approximating self–shadowing
proposed in [5], and neglected specular computations. Instead of using the
specular component of the lighting equation we have applied a texture with
glossy elements to the per pixel lighting. By doing this, the visual quality of
fur and grass could be improved.

4.2

Simulation Issues

We have introduced various different mass–spring topologies by which the
dynamical behavior of fur can be simulated. In the following, we will outline
the animation advantages of different types of topologies, and discuss whether
the potential instabilities of the mass–spring system occur during simulation.

4.2.1

Stability

Numerical solutions of a mass–spring system are prone to instabilities. In
this work, therefore, we implemented two numerical solvers with different
stability properties. An exact evaluation of mass–spring systems with respect to stability needs a detailed mathematical analysis which is beyond
the scope of this thesis. However, crash tests have been done so as to outline
the parameters influencing the stability of the mass–spring system.
The time step has a very strong influence on the stability of the physical
simulation. It can be set by the user within reasonable limits. Once set, the
time step was kept constant over the whole simulation. A very small step
size decreases system reactiveness because of the increase in the number of
iterations necessary to solve the system over the whole duration of the simulation, whereas a too large time step will lead to a greater instability of the
system. In general, considering equal mass–spring topologies, the step size
can be set five times larger for the implicit solver than for the solver based
on the explicit integration.
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The spring constant is a parameter that has to be dealt with very carefully. Since it is used to calculate the Hookean part of the internal forces, the
spring constant strongly affects the magnitude of the mass–spring system’s
internal forces. Internal forces are often said to be the reason for instabilities
(e.g., [6]) when they become large. For the physical simulation in this work,
the spring constants could not be set arbitrarily, since both the explicit and
implicit solution have been instable when using very large values. Smaller
values used instead did not cause problems.
The viscosity constant determines how quickly mass points can be moved
by spring forces. It is used to calculate the part of the internal forces which
antagonizes the spring forces. Therefore, the viscosity constant can be used
to balance the internal forces and to stabilize the system. However, a too
large value results in a very dull motion of the mass–spring system.
In general, the physical simulation using sticks, separable sticks, the spring–
sticks and the separable spring–sticks worked stable in all tests. Hence, for
the animation of spring–stick topologies both implicit and explicit solver are
suitable.
Prisms and the separable prisms tend more to cause instability. This is
because of the increased number of links and the resulting mutual interactions
of masses and springs in these topologies. For their animation a mass–spring
solver based on implicit Euler integration is favored, since it works in stable
even at larger time steps.

4.2.2

Topologies

The topologies presented in Section 3.4.1 are sticks, spring–sticks and prisms
in both the separable and non–separable case. To aid the reader recalling
the different types, they are shown in Figure 4.5.
A general aspect for distinction of the topologies is whether they allow
the parting of fur or not. In the separable case, the shell layers generated
above a triangle of the initial surface separate laterally from the shell layers
generated above neighboring triangles. Clusters of hair move independently
from other ones, and the parting of hair is possible.
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a
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Figure 4.5: a: The stick topology. b: The spring–stick topology. c: The
prism topology.
The simulation of parting is extremely useful for producing more realistic
animation of long grass. This is basically due to two reasons. First, grass
covered terrain might partly be rendered very close to the viewer (e.g., when
the user stands in the middle of a grass meadow). The lack of parting becomes more conspicuous for nearby grass than for a furry object which is
usually far from the viewer. Second, many people already walked through
a real meadow of grass, so that they have an idea of how its virtual version
should behave. Animation of grass will therefore be under very critical observation. A separable version will satisfy more than a version which does
not allow parting. For these reasons, the use of separable topologies in the
real time animation of grass has good future prospects.
In the animation of objects covered with short fur, parting is less expedient, since it does not have such an effective application. In the first place,
non–separable mass–spring topologies have been used in the animation of
short fur.
The sticks turned out to be very useful for the simulation of the dynamical
behavior of fur on a model consisting of numerous triangles and vertices. The
major reason for that is simulation speed. In cases in which other topologies
slow down noticeably (especially those using the implicit solver), the sticks
can still be interactively updated. As a result that the movement of fur is still
fluent. This is one of the most important criteria for a convincing simulation.
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Also, the stick topology is advantageous compared to the spring–stick
topology, since particular spring–sticks tent to ”bounce around” and therefore, to cause unnatural motion of fur.
Prisms produce very reasonable results for both short fur and longer
grass. Since the mass points on the uppermost shell layer are connected,
motion at a particular point of the furry surface propagates into the area
near to that point. Therefore, movement of fur and grass appears continuous
and smooth. The prism topology, moreover, provides the possibility to make
fur behave very differently. For instance, the grass can behave as being under
the sea by increasing the viscosity of the springs that connect mass points
on the uppermost shell.

4.3

Performance

A new method of animating fur and grass only makes sense if it works fast
enough to be performed on common computer systems. For this reason, we
will evaluate the performance of the moving fur and grass simulation. We
will separately analyze the rendering process and the physical simulation to
find the potential weak points of the system’s performance. All benchmarks
are performed on the medium level platform specified in Appendix A.

4.3.1

Shell–Based Rendering

Many parameters of the rendering process are strongly related to the performance of the system. In this section, we will treat the most important
parameters separately in order to determine how an interactive use of the
shell–based rendering is possible.
The variables we will consider in detail are the complexity of the model,
the number of shell layers and the resolution of the shell textures. The
benchmark of the rendering performance is done for two different screen resolutions, 640×480 and 1024×768. The screen coverage, which is the amount
of the screen covered by the object, is around 50%. It is an important aspect
of rendering speed, since it determines how often the per pixel lighting has
to be computed.
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The first variable to examine is the geometrical complexity of the model.
Basically, this deals with the number of vertices and the number of faces
(triangles) the model consists of. Table 4.1 compares three models of different complexity. All models are rendered with 16 shell layers, which usually
suffices to render short fur, and a shell texture resolution of 128×128.
Geometrical complexity
Number of vertices
Number of faces
Time in s (640×480)
≈ FPS
Time in s (1024×768)
≈ FPS

low
medium
13
861
16
1717
0.0088
0.057
113
18
0.0194 0.0595
52
17

high
1872
3220
0.093
11
0.092
11

Table 4.1: The geometrical complexity and its influence on the rendering
performance.
Table 4.1 shows that a surface of more than 1700 faces can be rendered
at interactive rates. This should be appropriate for a virtual puppet since a
fur or grass covered model allows an initial surface of reduced complexity [37].
Table 4.1 additionally shows that an increased screen resolution only affects the rendering speed of the low complexity model, although the number
of pixels which are passed through the pixel shader is increased for all of
them. It is assumed that this is because of the greater influence the per pixel
operations exert on the total performance when the geometrical complexity
of the model is low.
The next variable to be considered is the number of shell layers used in
the representation of fur or grass. Table 4.2 shows the influence of different
numbers of shell layers on the rendering speed for the surface of medium complexity (as specified in Table 4.1). Table 4.3 shows the same for the surface
of low geometrical complexity. The shell texture resolution is maintained at
128×128.
Since the number of shells determines how often the entire object has to
be passed through vertex and pixel shader, its significance for the rendering
performance is enormous. For both models, the rendering speed is in inverse
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Number of shells
12
24
48
Time in s (640×480) 0.044 0.081 0.154
≈ FPS
23
12
7
Time in s (1024×768) 0.045 0.087 0.172
≈ FPS
22
11
6
Table 4.2: Different numbers of shells on the medium complexity surface.
proportion to the number of layers. For the medium complexity model considered in Table 4.2, the increase to 24 layers results in update rates which are
no longer interactive, so that 16 shells (compare Table 4.1) are advisable to
render fur over surfaces of such geometrical complexity. Table 4.3 shows that
Number of shells
32
64
128
Time in s (640×480) 0.0153 0.0298 0.0602
≈ FPS
65
33
17
Time in s (1024×768) 0.0316 0.063 0.124
≈ FPS
32
16
8
Table 4.3: Different numbers of shells on the low complexity surface.
the visualization of 128 shell layers can be interactively updated if the model
is of low complexity and the screen resolution is 640×480. In the 1024×768
resolution, 64 shell layers are the maximum number that can be updated
at rates suitable for interactive use. Also, an increase in screen coverage is
likely to slow down the system, especially if many shell layers are used for the
model. Nevertheless, Table 4.3 proves that the shell technique is capable of
rendering longer grass, represented with up to 128 layers, at interactive rates.
The texture resolution of the shells is an interesting aspect for optimizing
the rendering performance. Previous works have mostly focused on short fur
modeled with 16 shell layers, where different texture resolutions do not lead
to noticeable changes in rendering speed. Since it has been an objective of
this thesis to also animate longer grass, it was a vital point to find potentials
for saving computational resources when using many shell layers. Table 4.4
shows the influence of different shell texture resolutions on the rendering
times of the low complexity model, rendered with 128 shell layers. By reducing the texture resolution from 128 × 128 to 64 × 64, an increase in rendering
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Texture resolution
Time in s (640×480)
≈ FPS
Time in s (1024×768)
≈ FPS

32×32 64×64 128×128
0.0437 0.0448
0.0602
23
22
17
0.1087 0.1136
0.124
9
9
8

Table 4.4: The texture resolution.
speed by almost 20% could be observed. Textures having a resolution of less
than 64 × 64 (e.g., 32×32) are not advisable, since the visual quality will be
noticeably affected and the rendering speed is not accelerated to a greater
degree.
All in all, the shell based rendering is able to render fur and grass in real
time. The limitations of the method are basically given by the geometrical
complexity of the model and by the number of shell layers. A surface consisting of 1700 faces can be rendered at interactive rates if it is covered with
short fur. The interactive rendering of longer grass is achievable if the model
is of reduced complexity. In general, it is possible to adjust the parameters
discussed above in such a way that the desired effect can be produced in
appropriate visual quality.

4.3.2

Physical Solvers

Three different numerical solvers for the physical simulation of fur and grass
have been implemented in this work. In this section, we will outline their
limitations and compare them in relation to performance.
The topologies spring–sticks, separable spring–sticks, prisms and separable prisms are updated using the mass–spring solver. As described in
Section 3.3, two variants have been implemented. Table 4.5 compares the
explicit and the implicit mass–spring solver. Their performance is dependent
on the size of the mass–spring system, i.e., the number of mass points and
the number of springs. It is shown that the solver based on the explicit Euler
integration is approximately three times faster than the implicit variant. The
gap in computational expense obviously increases linearly with the number
of mass points and springs that have to be handled. With the explicit solver,
a mass–spring system of more than 18000 masses and 36000 springs can be
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mass–spring solver
complexity
Number of masses
3744
3744
5664
9978
18152
Number of springs
1872
6952
15056 25892 36292
Time in s (explicit)
0.0049 0.0076 0.0135 0.0225 0.0422
≈ FPS
204
131
74
44
24
Time in s (implicit)
0.015 0.025 0.0437 0.0752 0.1316
≈ FPS
67
40
23
13
8
Table 4.5: Update times of mass–spring solver.
interactively animated. The limitations of the implicit mass–spring solver
are reached as soon as 5600 mass points and 15000 springs are involved into
the animation. This, however, suffices for the physical simulation of fur and
grass, since the rendering process considered in the previous section is limited in geometrical complexity. The size of the mass–spring system generated
over such a surface is normally within the scope of the outlined limitations.
The third solver developed for the animation of the sticks and the separable sticks is considered in Table 4.6. Note that the stick solver additionally
performs the computations required for the wrong–side–scale test. Its computational complexity is dependent on the number of sticks that are generated.
Additionally, the table takes into account the corresponding spring–stick
topology (updated with both the explicit and implicit mass–spring solver)
to compare the three solvers in one go. The number of springs is identical to
the number of sticks.
stick solver
Number of sticks
Time in s
≈ FPS
explicit spring–sticks
≈ FPS
implicit spring–sticks
≈ FPS

complexity
1872
3326
6791
10242 22427
0.0042 0.0068 0.0155 0.0202 0.0485
240
147
65
49
21
0.0049 0.0082 0.0161 0.0238 0.0518
204
122
62
42
19
0.015 0.0241 0.0483 0.0725 0.1587
67
41
21
14
6

Table 4.6: Update times of the stick solver in comparison to mass–spring
solvers.
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With the stick solver, more than 22000 sticks can be interactively updated. This is more than enough for the physical simulation of a furry surface, since models that require such numbers of sticks cannot be rendered in
real time.
The comparison of all three different solvers is illustrated in Figure 4.6.
Note that the resolution of the x–axis is not linear.

Figure 4.6: Comparison of the three different physical solver.
Firstly, the figure shows that the update rates of the explicit mass–spring
solver and the stick solver hardly differ at all. It can be concluded that
the difference in computational complexity of the sticks and the explicit
spring–sticks is negligible, provided that the computational requirements of
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the wrong–side–scale test are negligible. Secondly, as already found, the
solver based on the implicit Euler scheme is around three times slower than
the other methods. Finally, Figure 4.6 shows the number of sticks at which
the respective solver leaves the range of real time use.
All three topologies are capable of adequate performance for common fur
animation models. Even the relatively slow implicit solver, which is generally
assumed to yield the most accurate results [12], is suitable for stick quantities
up to approximately 5000.

4.3.3

Overall Performance

After separately considering the performance of the rendering process and
the physical systems in the last sections, we will now see if we can interactively animate fur and grass when these two components work together.
Benchmarks will be done for the three different models shown in Figure 4.7, 4.8 and 4.9. All six topologies (sticks, separable sticks, spring–sticks,
separable spring–sticks, prisms and separable prisms) are compared with each
other and with respect to the update rates of the rendering process.

Figure 4.7: The elephant model.
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Figure 4.8: The dog model.

Figure 4.9: The grass model.

4.3. PERFORMANCE

83

The first model is an elephant, consisting of 623 vertices and 1148 faces. It
is rendered with 16 shell layers, a screen resolution of 640 × 480 and a screen
coverage as shown in Figure 4.7. The resolution of the shell textures is 128
× 128. The animation performance of the elephant is shown in Figure 4.10.

Figure 4.10: Overall performance of the elephant model.
The benchmark of the elephant proves that a model consisting of more
than 1100 faces can be rendered and physically simulated in real time. Sticks,
spring–sticks and prisms work at update rates of 22 to 27 frames per second. Even when using the potentially slower implicit solution method, no
slowdown can be noticed. Thus, the proposed technique is faster than the
method recently developed by Sheppard [50], even though the underlying
physical laws are of higher complexity.
The simulation of parting is also possible on a model of relatively high geometrical complexity. Separable sticks and the explicit versions of separable
spring–sticks and separable prisms are performed at rates that allow interactive use. Separable prisms, however, should be updated using the implicit
mass–spring solver, since instability might be an issue using this topology.
Comparing Figure 4.10 and Figure 4.6, an interesting aspect concerning
the computational expense of the wrong–side–scale test can be outlined. The
separable stick topology results in 3444 sticks for the considered model. Sepa-
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rable spring–sticks produces the same number of springs. While in Figure 4.6
almost no difference in computation times of sticks (additionally performing
the wrong–side–scale test) and the explicit version of spring–sticks could be
noticed, the separable spring–sticks are noticeably slower in the overall animation of the elephant. It can be deduced that the computational power
required by the wrong–side–scale test noticeably influences the total performance of the system, and that in practice sticks are faster than spring–sticks.
The second model (the dog) consists of 1872 vertices and 3220 faces. In
Section 4.3.1, we have seen that a model of such geometrical complexity
cannot be rendered at interactive rates if 16 shell layers are used to represent
fur. Therefore, only 12 layers are used for this benchmark. Figure 4.1a shows
that this suffices to render short fur. The resolution of the screen is 1024 ×
768 and the resolution of the shell textures 128 × 128. The screen coverage
is shown in Figure 4.8. However, different screen resolutions and different
amounts of screen coverage do not have much effect on the rendering speed
of a model of such complexity (compare Section 4.3.1), and the physical
simulation is not affected by them at all. The benchmarking results of the
dog are shown in Figure 4.11.

Figure 4.11: Overall performance of the dog.
The performance evaluation of the dog shows that the rendering alone is
near the limits of interactive application (17 FPS). Using the sticks and the
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spring–sticks for the physical simulation does not noticeably slow down the
system, and the interactive moving fur simulation of a model of more than
3000 faces and 1800 vertices is feasible, provided that the number of shell
layers is reduced to 12.
The more complex topologies do not allow interactive use, and the parting of fur is not possible on this model. In case of prisms, 3744 mass points
and 6952 springs are generated. As Table 4.5 shows, this number of masses
and springs can be handled by both the explicit and the implicit mass–spring
solver at rates very suitable for real time application. We can conclude that
the weakest point of the systems performance when animating short fur over
an object of high geometrical complexity is rendering the shell layers, and
not the physical simulation.
The last model considered here is the grass example. The model consists
of 13 vertices and 16 faces. It is rendered with 64 shell layers, a texture
resolution of 64 × 64 and a screen size of 640 × 480. The screen coverage for
the benchmark is as shown in Figure 4.9. Since many shell layers are used
and the geometrical complexity of the model is rather low, zooming in or out
strongly affects the rendering speed. The overall performance of the grass
animation is illustrated in Figure 4.12.

Figure 4.12: Overall performance of the grass example.
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We can see only slight differences in the performance results. Nearly all
the time needed to process the animation is required by the rendering. Even
the more complex mass–spring topologies can be used for the physical simulation of long grass without causing the system to slow down. Moreover, the
computationally more expensive implicit mass–spring solver does not show
any difference to the explicit variant, so it is favorable for the moving grass
simulation.
If we compare the performance of the three models, the first thing we notice is that the difference in update times of different mass–spring topologies
increases with the geometrical complexity of the underlying surface. This
is also influenced by the number of shell layers used to render fur, since it
affects the update rates of the rendering process. To be more precise, the
performance of the grass example using 64 shell layers is not affected at all by
the physical simulation. Since the model consists of 13 vertices and 16 faces,
the most complex mass–spring topology (separable prisms) results in 96 mass
points and 96 springs only. Using the topology of lowest complexity (spring–
sticks), 26 masses and 13 springs have to be updated. For these quantities
of masses and springs no difference in updates times can be noticed at all,
considering that the rendering process alone (in particular the computations
performed per pixel) is near the limits of interactive use (see Table 4.3). For
the dog simulated using separable prisms, 19320 mass points and the same
number of springs are generated, whereas only 1872 springs and 3744 masses
when using the spring–sticks. Considerations in the previous section showed
that the update times differ a lot, within such a range of mass and spring
quantities, so that also the overall performance of the animation is influenced.
This example also makes clear why differences between the explicit and
the implicit mass–spring solver become larger by increasing the geometrical
complexity of the model and the complexity of the mass–spring topology. In
Section 4.3.2, we outlined that the implicit solver is approximately 3 times
slower than the explicit variant. The performance difference can hardly be
noticed at all for the grass example, since both solver perform very fast with
respect to the global display process. The performance gap between updating 1872 springs and updating 19320 springs instead causes large differences
in the overall performance of the animation.
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On the whole, the performance analysis shows that the real bottleneck
of the system is the shell–based rendering, and not the physical simulation.
This is obvious for the grass example, since the size of the mass–spring system, or respectively the number of sticks, is very small. But also for the
moving fur simulation of the dog and the elephant, using the non–separable
topologies, the computational power needed for rendering the shell layers
takes the greater part of the total performance.
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Animation Quality

Over the previous pages we have discussed the aspects of a real time animation of fur and grass. We have seen that 12 shell layers suffice for the
rendering of short animal fur, and that we can interactively update them on
a surface that is complex enough to model such animal with the required
detail. We furthermore observed that the physical simulation is sufficiently
fast to make the animal fur move in real time.
The animation of longer grass was also shown to be practicable when using
this method. Even though there are still restrictions regarding the complexity of the initial surface (new graphics hardware is likely to change this), the
benchmarks have proven that moving grass animation is possible in real time.
Prior attempts at dynamical fur [32, 13, 50] only considered global influences resulting from wind, gravity, momentum and motion. Section 2.1.3
provided an overview of these methods and the reasons for the development
of another, physically–based technique have been introduced.
The usage of a mass–spring system for the physical simulation of fur and
grass allows a wide range of different effects. Such a system can react to
arbitrarily applied forces, and realistic animation effects can be achieved, if
the forces that act on the system approximate the forces acting in the real
world. Mass–spring systems, moreover, provide the possibility to control the
dynamical behavior of fur by adapting the physical values which determine
how the system behaves.
Unfortunately, it is rather difficult to present animation results in writing.
Therefore, the CD–ROM accompanying this thesis contains several demo
applications and a video capture, which show furry objects in animation.
Furthermore, various sequences of images will be presented in this section in
order to provide a rough idea of the quality of animation.
Figure 4.13 and 4.14 present the effects of gravity and motion on a fur
covered sphere.
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Figure 4.13: The effect of gravity on a fur covered sphere.

Figure 4.14: The effect of global forces resulting from the sphere’s motion.
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Figure 4.15 shows an animation sequence of fur on a swaying heart.

Figure 4.15: A whirling heart.
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Figure 4.16 shows an animation sequence of grass waving in the wind.
The dynamical behavior is simulated by the prisms, so that the grass moves
.

Figure 4.16: Sequence of waving grass.
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Another class of effects is those which influence the fur covered surface
locally. Local effects can be achieved by applying forces to a particular mass
point influencing the behavior of fur in a specific region. Since mass–spring
systems can be extended to handle collisions, it is possible that fur and grass
can interact with other objects of the virtual environment (e.g., a virtual
hand). The possible future integration of collision detection will lead to virtual animals that can be ”caressed” by the user.
Moreover, the technique allows parting of fur and grass by using separable
sticks, separable spring–sticks or separable prisms for the physical simulation.
This feature has not yet been available to designers of virtual worlds. In
future real time applications, characters can ”trample down” particular areas
of a grass covered terrain and ”split” clusters of grass according to their
position. This brings a new degree of realism to a grassland walk–through.

Figure 4.17: The parting of grass.
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Figure 4.18 presents a close view on the parting of grass, and gives an
idea how this feature can enhance the realism of a grass animation.

Figure 4.18: A close view on the parting of grass.
In this chapter, we have shown that the combination of a mass–spring
system and shell–based rendering produces promising fur and grass animation
in real time. With the presented technique, a useful and flexible tool is made
available to the designers of future virtual worlds.
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Chapter 5
Conclusions and Future Work
This thesis shows that adding physical behavior to visual effects, like fur, or
grass, enhances the realism of virtual environments and the visual appeal of
a graphical application.
This work presented a new real–time technique by which fur and grass
can be simulated in a more realistic way. The dynamical behavior is ruled by
complex physical laws, and the animation matches better what is expected
by the user. Henceforward, artists, designing the virtual worlds of the next
generation, have the possibility to fill their landscapes with waving grassland, which allows that particular clusters of grass are moved or ”trampled
down” by a virtual character. Furthermore, the virtual creature itself can be
covered with fur, the behavior of which can be designed by the artist.
The method of rendering fur and grass as a series of semi–transparent,
concentrically ordered shell layers is not new. Shell–based rendering was introduced in 2000 by Lengyel [37]. The structure of fur and grass is encoded
into the alpha channel of the shell textures, which are then applied one by one
to their respective shell layers. Since the introduction of the shell method,
there have been many authors (e.g., [36, 32, 26, 13, 50]) addressing a more
realistic real time animation of fur and grass, basically, by improving the visual quality and the flexibility of shell–based rendering. Its integration into
this work was based on the achievements these authors have made previously.
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The generation of appropriate shell textures is of vital importance to the
visual result of shell–based rendering. Section 2.1.2 provided an overview
of modeling techniques, which have the potential to fulfill the purpose of
creating structure of fur and grass in equal measures. Since methods based
on exponential functions can model the desired structure [9], but had never
been practically used to generate shell textures, this thesis wanted to research, whether they are suitable for the shell technique or not. With the
generation of an undercoat when modeling fur, this technique based on exponential functions proved to be adequate for the purposes of this work (see
Section 3.1), and does not stay behind the most frequently used particle system approaches.
This work widened the range of application of mass–spring systems. Originally, those systems have been developed to animate deformable bodies in
real time (see Section 2.2). Flexible objects, such as cloth (e.g., [6, 31, 38]),
are modeled by a set of mass points connected by springs. Additionally,
mass–spring systems were proven to be suitable for producing a reasonable
physical simulation of human long hair (e.g., [48, 2, 3]). Theoretically, the
physical system implemented in this work can be used for these purposes as
well.
In order to use the mass–spring system for the simulation of fur and grass,
several possibilities of combining masses and springs with a series of shell layers have been discussed in Section 3.4.1. The general idea was to generate a
topology of mass points and springs over the surface, and to assign the masses
to the shell layers which represent the fur. In the first instance, mass points
have been generated at all vertices of every shell layer, and sequent layers
have been connected by a single spring. Started from this initial mass–spring
topology simpler topologies have been derived in order to reduce computational complexity. Using sticks, spring–sticks and prisms, mass points are
assigned to the innermost and to the uppermost shell layer only. To approximate the natural bending of grass under external influences, a shell shearing
method was developed to determine, how the layers between the mass points
on the innermost and the uppermost shell are displaced. In order to allow the
shell layers to separate laterally, separable sticks, separable spring–sticks and
separable prisms have been introduced. These topologies allow the parting
of fur and grass.
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One of the problems with mass–spring systems is that they can become
instable. An important aspect of future research is therefore to understand
explicitly how parameters like the step size influence the stability of the numerical solution of the differential equations which have to be solved when
animating mass–spring systems. In this thesis, two numerical solvers, based
on an explicit and an implicit integration method, have been implemented
and considered with respect to their effect on stability. The observations
made in Section 4.2.1 have been rather heuristic, and a more detailed mathematical analysis remains an open issue for the future.
With the presented method, there was one difficulty to overcome. Since
mass–points can move to the wrong side of the surface (inside the object),
fur might flip to the wrong side. This problem, which was called wrong–side–
scale problem, is considered in Section 3.4.3. The proposed solution, based
on impulse forces, guarantees that fur does not flip to the wrong side of the
surface, but requires additional computations which affect the performance
of the system (see Section 4.3.3). In the future, this is an issue to be analyzed.
The proposed methodology has several advantages over previously developed techniques. Since a flexible system of masses and springs is used to
determine the shell’s displacement, fur and grass can react to arbitrarily applied forces. This widens the range of possible interactions with fur, which
by prior methods only reacted to global influences resulting from wind, gravity, or motional changes of the fur covered object. With this method, it is
made possible to influence fur and grass locally, so that furry animals can
be ”caressed” by the user. For the first time, the parting of fur and grass
has been implemented. Using the separable mass–spring topologies, particular wisps behave independently and separate from each other. This allows a
new degree of realism in grassland walk–troughs. Additionally, the developed
technique provides a strong control over the physical properties of fur and
grass. Therefore, extensive variations in dynamical behavior can be achieved.
An important issue to be addressed by future work is collision detection.
Various applications developed for the simulation of long hair (e.g., [57]) and
cloth (e.g., [6]) show that mass–spring systems can be extended to handle
collisions. Integrating such a method, user–driven characters or objects (e.g.,
a virtual hand) could interact with fur and grass.
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Another important question to be answered in the future is concerned
with the dynamical effects resulting from motion of the object. There will be
no need to calculate any external force, if motional changes of the object are
directly transformed into motional changes of the mass points on the ”skin”.
Masses on the uppermost shell layer would react automatically. It is possible
that there will be effects on stability of the mass–spring system. However,
this way of handling motional changes of the object has to be implemented
in future, since a lot of improvement to the moving fur animation is to be
expected.
For the purposes of this thesis, two methods of very high computational
complexity had to be performed in real time. In a separate way, Section 4.3.1
and Section 4.3.2 researched shell–based rendering and mass–spring systems
with respect to their ability to be used interactively. The efficiency of the
animation as a whole was considered in Section 4.3.3. A model consisting
of more than 1100 faces which is rendered with 16 shell layers runs at 22 to
27 FPS, depending on the respective mass–spring topology. Reducing the
number of shell layers to 12, even a surface of more than 1800 vertices and
3000 triangles can be rendered and physically simulated at interactive rates.
Section 4.1 showed that adequate renderings of short fur can be produced
if 12 shells are used only. This thesis additionally experimented with longer
grass, represented using 32 to 128 layers, and it was shown that the developed technique is well–suited for the real time animation of long grass as well.
The performance analysis proved that the proposed technique is faster
than the method used by Sheppard [50], even though the underlying physical laws are of higher complexity. This is due to two reasons. First, the
method to approximate the natural bending of the blades is computationally
less expensive, and the computational power needed by the vertex shader is
reduced. Second, contrary to recent developments of implementing physics
on the graphics hardware, it turned out to be very useful to calculate the
physical system on the CPU and use the graphical power for rendering the
shell layers only. In this manner, the available computational resources could
be exploited best and two techniques of high expense could be combined without slowing down the system as a whole.
However, a further speed up of the system is still desirable. The considerations in the previous chapter have shown that the limitations of the system
are basically due to the computational cost of rendering the shell layers. Es-

99
pecially the animation of long grass, rendered with 64 or 128 shells, suffered
from the problem that the geometrical complexity of the underlying surface
had to be reduced a lot in order to maintain interactive rates. Since the
implementation of the rendering process was done without a particular eye
to optimization, certainly the system’s performance can be increased by tuning the shell technique and the rendering process in general. Probably new
graphics hardware supporting fast pixel shaders could significantly increase
the rendering speed. Likewise, the usage of vertex buffer arrays is likely to
speed up the rendering process by a noticeable degree.
With the development of new graphics hardware optimized for ray tracing, it might also be possible in future, that fur and grass can be interactively
rendered by three dimensional textures, and that the texel approach [30] will
be taken back in consideration. Visual quality of fur and grass would be
improved by great amounts. The proposed methodology can be adopted to
simulate the physical behavior of structures represented by three dimensional
textures.
Since interactive ray tracing of three dimensional textures is not likely
within the next few years, shell–based rendering has to be tuned for improvement. The fins extension [36] illustrated in Figure 2.1 is one possibility.
In this thesis, fins were put at the borders of the surface, to improve the side
appearance of grass (see Section 3.2). Since the considerations to visual quality in Section 4.1 made clear that effects on the visual result become most
noticeable at the silhouette of the model, the future integration of fins generated at the object’s silhouette is likely to further improve the visual results
of this work. Additionally, the lighting of fur and grass could be improved
by generating ”per hair normals” with regard to the growing direction of the
individual hair. Since only the transparency information of the shell textures
is used in the current implementation, the three color channels could be used
to encode this normal while generating the shell textures. These extensions
could make fur and grass even more realistic.
On the whole, the fur and grass animation achieved by combining the
shell based rendering technique and a mass–spring system yields remarkable
results. The proposed methodology will be used for the simulation of fur
and grass in future real time productions, such as computer games or virtual
puppetry.
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Appendix A
Test Environment

CPU:

Intel Pentium4, 1700 GHz

main memory:

512 MB

GPU:

Nvidia GeForce 5700 FX

graphics memory:

256 MB

operating system:

Windows 2000
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